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Abstract

Most US consumers are charged a near-constant retail price for electricity, despite substantial
hourly variation in the wholesale market price. This paper evaluates a randomized experiment
that exposed households to hourly real time pricing (RTP) and applies the demand estimates to
counterfactual simulations in a structural model of the Pennsylvania-Jersey-Maryland electricity
market. The model includes a di¤erent approach to the problem of multiple supply function
equilibria: I non-parametrically estimate unobservables that rationalize past bidding behavior
and use learning algorithms to select �rms� counterfactual supply functions. This routine is
nested as the second stage of a static entry model that captures an important institution called
the Capacity Market, which acts in equilibrium as a minimum constraint on system capacity
and transfers the shadow price to capacity owners.
There are three central results. First, the experiment�s net e¤ect on consumer behavior

was energy conservation during peak hours, not substitution from peak to o¤-peak. Second,
large scale RTP would actually increase wholesale electricity prices in peak hours, contrary to
predictions from short-run models, while decreasing Capacity Market prices and total entry.
Third, although the increased demand elasticity from RTP theoretically reduces producers�
market power, in practice this would be a second-order channel of e¢ ciency gains. I �nd that
through RTP�s combined e¤ects on electricity and Capacity prices, producers� and retailers�
pro�ts would be slightly lower, but consumers would realize large welfare gains.
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1 Introduction

Because electricity is non-storable, wholesale prices vary from day to day and often �uctuate by
an order of magnitude between low-demand nighttime hours and high-demand afternoons. Nearly
all retail consumers, however, are charged some average price that does not re�ect the wholesale
price at the time of consumption. In theory, economists have long recognized that this creates
allocative ine¢ ciencies, and there is a long literature1 on "peak load pricing." In practice, the welfare
implications of correcting this ine¢ ciency depend on how actual consumers and �rms respond in
equilibrium.

The �rst section of the paper asks, How do households respond to real time pricing (RTP)?
Recent advances in "Smart Grid" energy management technologies have increased households�
potential elasticities and reduced the menu cost of the advanced electricity meters required to
record hourly consumption. This has magni�ed the business and policy interest in residential real
time pricing and increased the likelihood that it would have positive net welfare e¤ects. While
electric utilities have continually experimented with other price structures2, however, until recently
no utility had taken the seemingly-natural step of exposing households to the continual variation
in wholesale market prices.

I exploit an extensive dataset from the �rst residential hourly real time pricing program, open to
Chicago households since 2003. From the households that enrolled in the pilot, program managers
randomly assigned a control group to be kept on the standard �at rate tari¤, allowing an unbiased
estimate of the treatment e¤ects of real time pricing on experimental households. To construct
demand functions useful for policy analysis, I add structure from indirect utility and estimate
heterogeneous coe¢ cients as functions of household characteristics.

The demand estimation results show that program households have economically and statis-
tically signi�cant elasticities. A central �nding is that households� behavioral changes take the
net form of energy conservation in peak price hours, with no o¤setting shift in consumption to
low price hours. The discussion of RTP�s environmental implications has centered on whether the
decreased air pollution emissions from power plants operating less in peak hours would outweigh
the increased emissions from the marginal plant in o¤-peak hours. The "conservation, not shifting"
result implies that this real time pricing program unambiguously reduced emissions of greenhouse
gases and other pollutants.

Because the welfare implications of large scale RTP depend on how prices adjust in equilibrium,
I then ask, How would real time pricing a¤ect wholesale electricity markets? In two-thirds of the
United States, the traditional vertically-integrated "natural monopoly" has been restructured in
favor of market-based wholesale electricity supply. The inelastic short-term wholesale demand that
results from the lack of retail real time pricing has become one of the central challenges of electricity
market design3. Inelastic demand incentivizes producers to exercise market power, which can cause

1The earliest peak load pricing discussion dates to Houthakker (1951), Steiner (1957), and Williamson (1966).
Recent theoretical and simulation analyses include Borenstein (2005, 2007a, 2007b), Borenstein and Holland (2005),
and Holland and Mansur (2006). Mansur and Holland (2008) examine RTP�s environmental implications.

2There is empirical evidence on the response of larger commercial and industrial customers to RTP, including
Patrick and Wolak (2001), Boisvert, et al, (2001), Herriges, et al, (1993), and Taylor, Schwarz, and Cochell (2005).
Barbose, et al, (2004) provides a comprehensive overview on real time pricing programs operated by US utilities.
There is also a substantial literature on residential electricity demand under other price structures, including

increasing block prices (e.g. Reiss and White (2005)), time of use prices (e.g. Train and Mehrez (1994) and the
analyses in Aigner (1984)), and critical peak prices (e.g. Wolak (2006)). Faruqui and Sergici (2008) discuss the recent
experiments with various forms of residential dynamic pricing.

3Short-term demand inelasticity has either been the subject of or a principal motivation for much of economists�
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an ine¢ cient allocation of production between �rms. Inelastic short-term demand also contributes
to the need for minimum capacity constraints, called Reserve Margins, to ensure that su¢ cient
capacity enters to satisfy essentially any realization of quantity demanded.

I construct a simulation model of the Pennsylvania-Jersey-Maryland (PJM) electricity market
that endogenizes entry and �rms� imperfectly-competitive price setting behavior. The primary
component of PJM and other restructured markets is a daily multi-unit uniform price procurement
auction, for which a natural equilibrium concept is a Bayesian form of supply function equilibrium.
Instead of �xing a quantity or price, �rms in supply function equilibrium set a quantity to be
provided for any possible realization of the market price. Counterfactual analysis in supply function
equilbrium is often unrealistic because uniqueness only obtains under restrictive conditions, such
as identical �rms or constant marginal costs4.

An alternative to these restrictions is to exploit the information from observed equilibria and
assume a "learning" process through which �rms would move from initial conditions to a coun-
terfactual equilibrium. My procedure begins by nonparametrically estimating unobservables5 that
rationalize �rms�bids between April 2003 and March 2004, exploiting sensitive matched bidding
and cost data made available for this project by PJM. I then perturb the demand functions to
represent counterfactual consumers on RTP and allow �rms to iteratively best respond until they
converge to the counterfactual equilibrium. Equilibrium selection by learning6 is relatively plau-
sible in electricity markets given the daily repetition of auctions, and this approach permits the
inclusion of realistic detail on the costs and strategies of �rms in the PJM market.

An additional challenge in modeling the equilibrium e¤ects of real time pricing is that substantial
welfare bene�ts should �ow through the reduced entry of new power plants, but nearly all electricity
market models assume a �xed capital stock. To endogenize entry, I nest the learning algorithm as
the second stage of a two-stage entry model with heterogeneous entrants, building on Borenstein
(2005). In the �rst stage, entrants of three technologies set capacity. In the second stage, entrants
bid along with incumbents in the daily electricity auctions. This framework allows me to model the
Reserve Margin as a constraint on the sum of entry between the three technologies. In equilibrium,
the shadow price of this constraint is transferred to capacity owners, as it becomes the clearing
price in a separate market called the Capacity Market.

The paper�s �nal section presents the results of a counterfactual scenario in which 20 percent
of PJM market households enroll in a future optional RTP program; this is compared to a Baseline
scenario in which all households remain on the standard �at rate tari¤. The results counter a
seemingly-obvious intuition about RTP�s e¤ects: short run supply models7 predict that high prices
in peak hours will fall once consumers are exposed to those prices and reduce quantity demanded.
In long run equilibrium, however, entering "peaker" power plants earn zero pro�ts, meaning that

recent work on market design, including Borenstein (2002), Borenstein and Holland (2005), Joskow and Tirole (2007),
Wilson (2002), and Wolak (2007).

4 In their seminal paper on supply function equilibrium, Klemperer and Meyer (1989) prove uniqueness for a
symmetric oligopoly with linear marginal costs. More recent work has proved uniqueness under weaker but still
restrictive conditions. Holmberg (2007), for example, proves uniqueness with asymmetric, capacity constrained �rms
that have identical constant marginal costs.

5 In the framework of Wolak (2003), Gans and Wolak (2008), and Hortacsu and Puller (forthcoming), these
unobservables are equivalent to forward contract positions. I build on the non-parametric approach of Guerre,
Perrigne, and Vuong (2000) by pooling bids across auctions, accounting for heterogeneity by imposing structure on
�rms�beliefs.

6Other recent applications of equilibrium selection by learning include Aguirregabiria and Ho (2008), Lee and
Pakes (2008), and Rudkevich (2005).

7Holland and Mansur (2006) and Brattle Group (2007) simulate the potential short run e¤ects of RTP and other
forms of "demand response."
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RTP must either reduce peak electricity prices and increase Capacity Market revenues, or vice
versa. I show that the interaction of incumbent and entrant �rms with the Reserve Margin results
in higher peak electricity prices, which are o¤set by lower Capacity Market prices.

Although a potential reduction in producers�market power is often cited as a motivation for
scaling up real time pricing, I �nd that the e¢ ciency gains through this channel are second order.
The intuition for this result is that �rms set markups based on their perceived residual demand
elasticity, which is the elasticity of other �rms�supply plus the demand elasticity from RTP. Only at
relatively high prices is supply su¢ ciently sparse that additional demand elasticity has a noticeable
e¤ect, and the market clears at these high prices in only a few hours each year.

I �nd that RTP�s combined e¤ects on electricity and Capacity prices would reduce pro�ts of
incumbent producers and retailers. The households that would enroll in RTP have large positive
compensating variation, however, and other consumers in the market would bene�t from positive
spillovers. The annual �ow of welfare bene�ts from RTP would be $30 per household, which
provides a further justi�cation for investments in "Smart Grid" infrastructure.

2 Household Electricity Demand

Most US households have electricity meters based on a technology invented in 1888 by Elihu Thom-
son, a proli�c inventor who founded a precursor to General Electric and also served as president of
the Massachusetts Institute of Technology. This ancient technology simply records the total con-
sumption of electricity since installation, meaning that the consumer cannot be charged prices that
vary from hour to hour. Furthermore, the only way for the electric utility to observe households�
consumption is to actually send a worker to read the meter, a costly and potentially error-prone
process.

The "Smart Grid" is a set of technologies that allow two-way communication between elec-
tricity retailers and consumers, o¤ering reduced meter reading and administrative costs, improved
customer service, better technical control over the local electricity network, and the potential for au-
tomated energy management. Electric utilities in California, Colorado, Florida, Texas, Washington,
and other states are currently introducing Smart Grid technologies to large groups of customers.
In addition, the Energy Independence and Security Act of 2007 provides $100 million annually
in research and development funding and provides incentives for utilities to invest in Smart Grid
infrastructure.

Despite the business and policy interest in this issue, however, there is no empirical evidence
on how households would respond to hourly real time prices. There is a long literature on other
aspects of household electricity demand, made possible by a series of retail pricing experiments
that date to the late 1970s. Reiss and White (2005), for example, examine increasing block pricing,
under which the marginal price increases by the total quantity consumed. Wolak (2006) estimates
consumers�response to critical peak pricing, where consumers pay higher prices or receive rebates
for conservation on occasional high price days, but pay their standard rate at all other times. Train
and Mehrez (1994), the analyses in Aigner (1984), and many others focus on time of use pricing,
in which customers pay di¤erent �xed prices in peak and o¤-peak hours. While responses to these
other price structures can suggest a reasonable range of responses to RTP, these distinct structures
provide a distinct set of short run and long run incentives. A number of utilities have some large
commercial and industrial customers on RTP, and such programs have been analyzed in Patrick and
Wolak (2001), Boisvert, et al, (2001), Herriges, et al, (1993), Taylor, Schwarz, and Cochell (2005),
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and other work. These larger customers, and in particular �rms for which electricity represents a
large share of input costs, could have very di¤erent responses if there is a �xed cost to managing
electricity consumption.

This section evaluates the �rst residential hourly real time pricing program in US history, the
Energy-Smart Pricing Plan (ESPP). I begin by detailing the experimental design, the marketing
and recruitment process, and baseline household characteristics. Demand functions are then de-
rived from indirect utility and estimated, exploiting the randomization to purge the estimator of
simultaneity bias. The ESPP was an optional program and thus does not provide unbiased esti-
mates of population average treatment e¤ects or market-level demand functions. This experiment,
however, provides the only empirical evidence on how any households respond to hourly real time
pricing. In Appendix I, simple but strong assumptions are used to create demand functions for the
group of households that would select into the larger optional residential real time pricing program
in the counterfactual scenario.

2.1 The Energy-Smart Pricing Plan

2.1.1 Background

At the beginning of the decade, demand growth had pushed parts of Chicago�s electricity distri-
bution network near their capacity limits. A large electric utility called Commonwealth Edison
(ComEd) owns this local network and provides retail electricity service to residential customers at
prices regulated by the state. Temporarily prohibited by state electricity restructuring rules from
�nancing infrastructure investments through higher electricity rates, ComEd was interested in low
cost strategies to reduce demand during peak periods.

A Chicago NGO called the Center for Neighborhood Technology (CNT) helped ComEd to
design and operate air conditioner replacement programs, in which a household with an ine¢ cient
but functional window air conditioner could receive a rebate for trading in for a new, energy e¢ cient
model. These programs were targeted to several speci�c neighborhoods where both ComEd�s
infrastructure was under stress and CNT believed it could operate e¤ectively. In 2003, CNT
initiated the Energy-Smart Pricing Plan (ESPP) to test whether real time pricing could incentivize
signi�cant reductions in peak electricity demand. This was a convenient partnership for ComEd,
because state law also prevented them from promoting new products or rates8 (Isaacson, et al,
2006).

2.1.2 Recruitment and Selection

CNT�s outreach targeted its existing areas of operation, shown in Figure 8.1, and in particular
focused on households that had chosen to participate in the previous air conditioner replacement
programs. Beginning in late 2002, CNT mailed marketing materials to their 7000 existing partic-
ipants, organized community meetings in the areas where they operated, and publicized the new
program via word of mouth. By the end of April 2003, 693 households had opted in. As shown in
Figure 8.2, the most common way that enrollees found out about the program was through direct

8Restrictions against raising rates and promoting new rate structures were common features of state electricity
market restructuring law passed in the late 1990s. The rate freeze was typically used to garner political support from
consumer groups, while the prohibition against the incumbent utility o¤ering new products or rates was intended to
encourage competing retail electricity suppliers to enter the market.
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mail. A survey indicated that saving money was by far the primary factor driving enrollment,
followed by "environmental bene�ts."

Although the program was open to all ComEd customers in and around Chicago, over two-
thirds of the initial households had been participants in previous CNT programs. Of the 225 that
had no previous a¢ liation with CNT, most lived in the existing areas of operation and had found
out via word of mouth or the community meetings. A small survey of CNT a¢ liate households that
had received direct mail marketing materials but did not sign up for the pilot indicated that half
did not recall hearing about the program, while others did not expect su¢ cient savings or thought
that the program was risky or complex (Summit Blue Consulting 2004).

For each household, I observe income and number of residents, and I use the monthly electricity
bills for May through December 2002 to construct pre-program baseline electricity consumption. I
also observe each household�s Census tract and use this to add tract-level information on housing
stock (median year of construction and percent of dwellings that are multifamily vs. single family)
and demographics (percent of individuals not in the labor force and percent with a college diploma).
The 693 treatment and control households were in 255 di¤erent tracts.

Table 7.1 presents characteristics of program households. Table 7.2 details the household char-
acteristics for the Chicago metropolitan area and for the 30 zip codes where CNT had ten or more
existing a¢ liate households. On household size and income, ESPP households are not markedly
di¤erent from the mean household in the 30 CNT zip codes. Their pre-program energy consump-
tion is lower, likely resulting from their previous participation in CNT�s air conditioner replacement
programs. The Census tract-level data suggest that program participants are disproportionately
drawn from better-educated areas, although CNT itself had focused its operations in areas with
lower average education than the rest of Chicago.

In sum, program participants are a selected group. On the observables available, however, they
are not markedly di¤erent from other households that did not select in. Furthermore, the fact that
the initial marketing was limited to a small subset of the population suggests that there are many
other households in Chicago or a larger market that would respond to a similar program in a similar
way. Since many program households had previously participated in air conditioner replacement
programs, they might be unusually interested in energy conservation or attentive to electricity use.
The fact that these households had recently purchased an energy e¢ cient air conditioner, however,
means that their price response - as measured by the linear demand functions I will use - could
also be understated relative to the general population. This is because treatment group households
would have had one less ine¢ cient air conditioner to replace, and also because turning down an
e¢ cient air conditioner reduces consumption less than turning down an ine¢ cient model.

2.1.3 The Experiment

Of the 693 initial households that enrolled in the pilot, program managers randomly assigned 103
to a control group. These households were forced to remain on the standard ComEd residential
tari¤, which is 8.275 cents per kilowatt-hour (kWh) in the summer and 6.208 cents/kWh in other
seasons. Control group households received a letter saying that they were not on real time pricing,
complete with three $15 gift certi�cates for groceries as a consolation. These households received no
further information during the 2003 experiment and were only allowed to enter real time pricing at
the beginning of 2004. Before the beginning of the experiment, however, ComEd installed interval
meters to record their hourly consumption.
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For the treatment group households, ComEd �xed each day�s hourly retail prices by 4PM the
day before, according to the following formula:

phd = PDAhd +D � PI (1)

phd = Retail price for hour h of day d
PDAhd = Day-Ahead9 wholesale market price
D =Distribution charge (5 cents/kWh)
PI = "Participation Incentive" (1.4 cents/kWh)

On the evenings before days when the wholesale component of price was to exceed 10 cents/kWh,
treatment group households received a special e-mail or telephone High Price Alert. This happened
on nine summer days in 2003. Program managers also made available programmable thermostats
to the treatment group, which allowed automated temperature control by time of day.

Survey results, website login data, and discussions with program managers and participants
indicate that although prices were available via telephone and internet, only rarely did households
actively check prices. Treatment group households could, however, form reasonably precise beliefs
about the joint distribution of prices with season, hour, and temperature. To help inform these
beliefs, households were sent quarterly "ESPP Updates" and a "Summer Readiness Kit," which
explained that prices are typically higher during the afternoon, on hot days, and in the summer.

A quantity of particular interest for the supply model is short-term price response, the derivative
of quantity demanded in a particular hour with respect to the actual wholesale price in that hour.
Short-term price response determines each hour�s market clearing price and is thus the demand
slope perceived by producers bidding into the daily wholesale market auctions. This quantity is
to be distinguished from short run changes in energy consumption conditional on a capital stock,
because short run changes need not occur with daily frequency. For example, a household could
reset a thermostat in response to price changes every hour, every day, or every season. Short-term
price response is also to be distinguished from short-term consumption changes based on beliefs
about prices informed through correlates such as temperatures.

In an e¤ort to increase short-term price response, program managers introduced the Pricelight,
a small plastic globe that changes colors in real time on a continuous spectrum from blue to red,
indicating low to high electricity prices. CNT o¤ered Pricelights to all ESPP participants in 2006.
Of the 223 households that submitted requests, 47 were randomly selected to receive the device.
These households form the treatment and control groups for an experiment that allows an estimate
of the treatment e¤ect of owning a Pricelight conditional on being on real time pricing and having
requested the device.

I observe hourly electricity consumption for all program households between 2003 and 2006.
This includes 3.98 million hourly observations from the randomized RTP experiment from May
through December 2003, as well as 814,000 observations from the Pricelight experiment between
June and October 2006. Table 7.3 shows descriptive statistics for the 2003 RTP experiment.
The retail prices ranged from 4.62 to 16.0 cents/kWh, and there were 30 hours on nine days in
which the wholesale component of price exceeded the High Price Alert cuto¤ of 10 cents/kWh.

9Speci�cally, the prices between 6AM and 10PM were on-peak Day-Ahead prices from a nearby region, as reported
in Platt�s Energy Trader, applied to the shape of hourly Locational Marginal Prices at the PJM West hub. Between
10PM and 6AM, hourly wholesale prices have little variance and were based on seasonal historical averages. As of
2008, the program uses the PJM ComEd zone Balancing Market Locational Marginal Price for all hours.
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Compared with the same months of the previous year, which had higher temperatures, treatment
group households reduced consumption by 90.6 watts, or about 10 percent, while control group
households reduced consumption by about 5 percent. Table 7.4 displays similar information for the
Pricelights experiment in 2006.

An example investment decision may help put these price and consumption �gures in context.
A household deciding to purchase a window air conditioner might choose between a standard
model, for $270, and an e¢ cient "Energy Star" model, for $300. Air conditioning can represent
a substantial portion of household electricity consumption: when turned its highest setting, the
standard model uses a �ow of 1000 watts, while the energy e¢ cient model requires about 100 watts
less. At standard usage10, a household on ComEd�s �at rate tari¤ saves $5.34 per year with the
Energy Star model and chooses that model if it has an implicit discount rate of less than 5.8 percent.
A household on real time pricing would save $6.87 per year on the prices observed during the �rst
four years of the experiment and would purchase the Energy Star model under an implicit discount
rate of 13.4 percent or less. Regardless of whether this particular investment is a good one, the
example illustrates that the new pricing structure did change incentives, albeit not dramatically.
Program households did have long run incentives: CNT and ComEd promoted RTP as a permanent
program, and as of 2008, there are now 5000 households enrolled.

Five percent of households attrited over the eight month experiment. The attrition was re-
portedly due to customers closing accounts as they moved, and ComEd has con�rmed that this is
consistent with the rate at which their general residential customer base closes accounts. The �rst
column of Table 7.5 regresses an attriter indicator variable on household characteristics, and an
F-test cannot reject that attrition is uncorrelated with observables. Only four households attrited
from the Pricelights experiment.

The second column of Table 7.5 tests the validity of the randomization in the 2003 RTP ex-
periment by regressing a treatment group indicator on household characteristics. Consistent with
random assignment, the F-test of this regression cannot reject that treatment group status is jointly
uncorrelated with observables. The third column of Table 7.5 presents the equivalent result for the
Pricelight experiment.

2.2 Indirect Utility and Demand Functions

In order to eventually perform welfare analysis, it is necessary to derive demand functions from
indirect utility. Household i has utility V (P; w), which depends on wealth w and the vector P of
electricity prices and High Price Alerts in all future days. The Gorman form is used, because it
will give simple linear demand functions and has zero wealth e¤ects, which is reasonable given that
electricity is a small share of the household budget.

V (P; w) = wi �
X
d

�d �
 

24X
h=1

phd �
�
1

2
�Dihphd + (�

A
is � �Dih)phs + �HPig HPd + �

T
isTi + �ihd

�!
(2)

10The calculation assumes that the air conditioner lasts seven years and is used 683 hours per year, as suggested
by the Energy Star website (US Department of Energy, 2008). Air conditioner capital costs are from the same
source. The RTP savings assumes that this 683 hours of usage is spread equally across the summer months between
10am and 6pm. Note that the Participation Incentive lowered electricity prices for RTP customers by 1.4 cents per
kilowatt-hour and thus somewhat reduces their estimated savings.
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f�Dih; �Ais; �HPig ; �Tisg = Demand parameters for household i
�hd = Demand shifter in hour h of day d. (Note that � need not have zero mean.)
� < 1 = Daily discount factor
phs = Average price for hour h in season s
HPd = High Price Alert day indicator function
Ti = Indicator for whether household i is enrolled in RTP

Household i enrolls in real time pricing if its expected utility in the program is greater than its
expected utility on the standard �at rate tari¤. Econometric unobservables in�uence selection in
two ways. First, households with stronger demand parameters �i are more likely to enroll. Second,
households that naturally have lower demand during high priced hours, i.e. whose demand shifters
�i are less correlated with p, are more likely to enroll. This section focuses on estimating the
"internally valid" average demand parameters for the population that enrolled in the experiment;
extrapolation will be addressed later. I thus drop the individual subscripts on demand parameters,
and it is understood that the � parameters are the averages for the group that enrolled.

The demand function for household i on hour h of day d is derived from Roy�s Identity and a
minor re-arrangement:

qihd = �Aphs + �
D
h (phd � phs) + �HPg HPd + �

T
s Ti + �ihd (3)

The � parameters represent four di¤erent responses to time-varying prices. First, the parameter
�A captures responses to the average hourly price shape, such as habitually using a washing machine
during low price evening hours instead of high price afternoon hours. The year is broken into two
seasons, summer and non-summer, and separate parameters allowed for each of the two average
price shapes. Second, the �Dh parameters are responses to deviations from that average price shape.
The two parameters �A and �Dh are separately speci�ed because large scale RTP would likely a¤ect
both the typical price shape and the magnitudes of deviations from that shape, and households
could respond di¤erently to the two types of variation. A third type of price response is captured by
�HPg , which re�ects additional consumption changes associated with High Price Alert days. Separate
parameters are estimated for four hour groups g: Early Morning (6-10am), Morning (10am-2pm),
Afternoon (2pm-6pm), and Evening (6pm-10pm). Finally, the �Ts parameters represent a static
response to being on the real time pricing treatment; this is allowed to vary by season s.

These demand functions do not include intra-day substitution parameters, through which con-
sumption in hour h could be a¤ected by price in another hour of the same day. While this is
unusual, it is necessary because price variation is principally movement of an entire day�s prices up
or down, a¤ecting relative hourly prices by a fairly constant proportion. Prices in di¤erent hours of
the same day have correlation co¢ cients of roughly 0.9, and this collinearity makes it impossible to
separately estimate both �Dh and intra-day substitution parameters

11. This means that �Dh should
be thought of as the e¤ect on consumption in hour h of the deviation of the day�s prices from
average, which may include own-hour elasticity as well as some intra-day substitution.

A possible behavior that the speci�cation will thus misrepresent is "pre-cooling," in which
a consumer air conditions the house in the morning hours to reduce the need for cooling in a

11Some analyses of real time pricing for larger commercial and industrial customers (e.g. Patrick and Wolak (2001)
and Taylor, Schwartz, and Cochell (2005)) do not have this collinearity problem because they analyze programs that
o¤ered each day�s Balancing Market prices. These prices covary less than the Day-Ahead market prices that the
ESPP program used at the time of the experiment.
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relatively high price afternoon. Based on the energy use changes reported by program households,
both anecdotally and in small surveys conducted by the program managers, it appears that intra-
day substitution may not be large in magnitude. The demand functions do capture what seem
a priori to be two more likely forms of substitution. First, the strongest intra-day substitution
should be observed on High Price Alert days, and the net e¤ect of this is captured through the
�HPg parameters. Second, the �A parameters measure substitution between hours of the average
day based on the average price shape.

2.3 Estimation and Identi�cation

As in the typical demand estimation, the demand shifter � is unobserved. Attempting to estimate
the demand functions using only treatment group usage data would be biased by simultaneity,
because the same unobservable factors a¤ecting RTP households�demand shifters � also shift the
aggregate market-level demand curve and thus a¤ect equilibrium prices. The randomized control
group, however, has in expectation the same � as the treatment group, meaning that any di¤erence
in demand is the e¤ect of response to real time prices: Intuitively, the variation in average treatment
e¤ects across hours with di¤erent prices can identify the � parameters.

This can be formalized using the "potential outcomes" framework of Rubin (1974) and the
program evaluation literature that builds on his approach. Upon enrollment, each household has
two possible states of the world, one in which it is randomized into the real time pricing treatment,
and one in which it is randomized into the control group. De�ne qihd(Ti = 1) as household i�s
potential consumption in hour h of day d in the treated state, while qihd(Ti = 0) is the potential
consumption if it were assigned to the control. For each household, consumption qihd is observed
only for the state to which it was actually assigned:

qihd = qihd(Ti) =

�
qihd(Ti = 0) if Ti = 0
qihd(Ti = 1) if Ti = 1

�
(4)

The average treatment e¤ect (ATE) is the expected e¤ect on program households�consumption
in hour h of day d caused by being on real time pricing instead of the �at rate tari¤:

�hd = E[qihd(Ti = 1)� qihd(Ti = 0)jh; d] (5)

The control group paid ComEd�s seasonal �at rate residential tari¤ pT=0s . For both the summer
and non-summer days, substituting this into the demand function gives:

qihd(Ti = 0) = �As p
T=0
s + �ihd (6)

Subtracting this from the treatment group�s demand functions, each hour�s average treatment
e¤ect can be parameterized as:

�hd = E
�
�A(phs � pT=0s ) + �D(phd � phs) + �HPg HPd + �

T
s jh; d

�
(7)
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The randomization of the N households into treatment and control groups allows the identifying
assumption that the groups�average demand shifters are equal as N !1:

E[�ihd j T = 1; h; d] = E[�ihd j T = 0; h; d] (8)

The demand parameters can therefore be consistently estimated by pooling across all hours of
the experiment and adding a �xed e¤ect for each of the 5880 hours observed. Including control
variables, the estimating equation is:

qihd =
�
�A(phs � pT=0s ) + �D(phd � phs) + �HPg HPd + �

T
s

	
� Ti

+
n
�1(phs � pT=0s ) + �2(phd � phs) + �3HP

aft
d + �4HPd + �5

o
Xi + �hd + "ihd (9)

X = fPre-Program Average Hourly Consumption, Household Size, log(Income)g
HP aftd = Indicator for an afternoon hour of a High Price Alert day
�hd = Fixed e¤ect for hour h of day d.
"ihd = Econometric error; E["jphs; phd;HPd] = 0

The estimation uses the standard �xed e¤ects procedure. The data are demeaned to remove
�xed e¤ects �, and ordinary least squares is applied to the demeaned data. Newey-West standard
errors are used to correct for autocorrelation in households�consumption over time.

Although simultaneity bias has been removed via the randomization, there are remaining lim-
itations. One concern is that although the causal e¤ect of being on real time pricing is identi�ed
for each hour, the demand functions are an a priori imposition of functional form. This means
that the parameters � are only causal in the unlikely event that the demand functions are correctly
speci�ed. For example, unless consumers�true demand functions are linear in prices, b�HP is not a
consistent estimate of the causal impact of a High Price Alert on consumption12. As an illustration,
recall that purchasing an energy e¢ cient air conditioner reduces consumption most on hot days,
which are more likely to be High Price Alert days. The coe¢ cient b�HP could thus be nonzero
even if households had no incremental response to the Alerts. There is an analogous problem in
discrete choice estimation, where preferences are estimated for attributes that are correlated with
each other but are not randomly assigned to products.

A second limitation is that we do not observe the behaviors that underly the the treatment
e¤ects or when those behaviors occurred. This procedure simply estimates the correlation between
average treatment e¤ects and prices. It does not identify whether the response was short-term or
instead occurred at a lower frequency, or whether the e¤ects were produced by long run changes to
energy-using capital stock or short run changes to the usage of that capital stock.

12A natural way to estimate responses to High Price Alerts would be a regression discontinuity framework, in which
demand on days with highest wholesale price just below $0.10 per kWh is compared to demand on days with highest
price just above that cuto¤. Unfortunately, there were not enough High Price Alert days near the cuto¤ to carry this
out, even when including additional summers of non-experimental data from 2004 to 2006.
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2.4 Results

Three principal conclusions can be drawn from the demand data. First, and most simply, house-
holds are signi�cantly price elastic. The �rst column of Table 7.6 presents the estimated demand
parameters b�. The deviation coe¢ cients b�Dh average -12 watts/(cents/kWh); this implies that a one
standard deviation increase in an hour�s price (in the afternoon, 1.5 cents/kWh) is associated with
the equivalent of just under one in four households turning o¤ a 75 watt lightbulb. Responses to
average price b�As are -17.1 and -21.3 watts/(cents/kWh), respectively, and are statistically stronger
than the responses to deviations from average prices. We will later see that these statistically
sign�cant price elasticities are also economically signi�cant, in the sense that a larger group of
households on RTP with these parameters would generate measurable wholesale market e¤ects and
welfare bene�ts.

The second conclusion is that households exhibit net energy conservation, not load shifting from
high to low price hours. Figure 8.3 illustrates this by showing the mean average treatment e¤ect for
each hour of the day, across all non-High Price Alert summer days. The relationship of these hourly
average ATEs and the average summer price shape is in essence the variation that identi�es the
parameter �As . Average prices increase from 5 cents/kWh at night to 9 cents in the mid-afternoon,
and this is associated with lower treatment group consumption by an average of 50 to 80 watts.
On average, the afternoon consumption is not being shifted to the nighttime: only between 11PM
and 2AM are point estimates for treatment group average consumption higher than in the control,
and these increases do not come close to o¤setting the conservation that occurs during the rest of
the day.

The characterization of this �nding as "net" energy conservation is required for two reasons.
First, as intra-day substitution parameters could not be estimated, I do not rule out this form of
substitution. Second, di¤erent combinations of conservation and shifting would be consistent with
this aggregate �nding. For example, households could make some investment that conserves energy
in all hours by some constant amount, which if combined with a second change that shifts some
consumption from afternoon to nighttime hours would make it appear as though no conservation
had occurred at night. Alternatively, the treatment group could leave nighttime consumption
unchanged and conserve more substantially in the afternoons. What can be concluded is that on
net, RTP causes households to signi�cantly reduce consumption on the average afternoon and does
not cause signi�cant increases in average consumption at night.

Consumers�behavior exhibits this same pattern on High Price Alert days. Figure 8.4 illustrates
the hourly shape of mean ATEs for the nine summer High Price days, showing that the treatment
group reduces consumption by an additional 100 to 200 watts during daytime hours, or about �ve
to 14 percent. Only in four hours is the treatment group estimated to have increased consumption,
all by less than 10 watts and statistically indistinguishable from zero. Other speci�cations, not
reported, show that there is no increase in consumption associated with the evening before a High
Price Alert day, or the day after.

The �nding of net energy conservation instead of shifting can be explained by the technologies
available to households to respond to RTP. In a small survey in the fall of 2003, treatment group
households indicated the changes they made after entering the program, such as turning o¤ lights,
using fans instead of air conditioners, turning down or replacing air conditioners, and washing
clothes during low price hours instead of during the afternoon. Only this last activity involves
substitution of electricity from one hour to another; the others entail conservation. As discussed
in the introduction, the energy conservation result implies that this RTP program unambiguously
reduced air pollution emissions from electricity generation. This result also in�uences the relative
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entry of baseload power plants, which run during all hours, versus peaker plants, which operate
only during high price hours.

A third conclusion from the demand results, which is fundamental but perhaps unsurprising, is
that energy use technology can signi�cantly increase households�price elasticity. Figure 8.5 plots the
ATE for each hour of the Pricelight experiment against the hour�s price. For the price range below
10 cents/kWh, the the Pricelight does not substantially a¤ect consumption. At 15 cents/kWh,
however, the estimated e¤ect of having a Pricelight is about 150 watts, and this reaches over 200
watts during the highest price hours. For context, a short term change that could produce a 200
watt e¤ect would be if every �fth household turned o¤ a window air conditioner. The Pricelights�
importance suggests that because the hourly variance in households�electricity costs induced by real
time pricing is small, devices that lower the cost of price discovery - or simply increase attention
paid to electricity use - can substantially a¤ect energy use. Figure 8.5 also illustrates that the
Pricelight does not cause consumption to increase during low price hours, further reinforcing the
"conservation, not shifting" result.

An eight month experiment is not ideal evidence on how households would respond to real time
pricing over a period of years. Consumers might learn more about typical price shapes, lose an
initial interest in energy conservation, or have time to make additional changes to energy-using
capital stock. One way of providing preliminary additional evidence on this issue is to compare
the treatment and control groups in 2004, when both are on real time pricing but the treatment
group is in its second year and the control group is in its �rst. For additional statistical power, this
exercise departs from the structural formulation and simply estimates a reduced form coe¢ cient
on hourly price. Table 7.7 details the results. The �rst column is the reduced form analysis of the
RTP experiment from May through December 2003. Across all hours, if price was higher by one
cent/kWh, treatment group consumption was lower by 18.6 watts. The latter two columns show
that in 2004, the original treatment group consumed �ve to six watts less on hours when price was
higher by one cent. By this measure, price response in the second year is just under one third
greater than in the �rst year.

2.4.1 Comparison to Other Recent Studies on Electricity Demand

These results indicate that program participants had economically signi�cant price elasticity. Al-
though there is no other evidence on households exposed to this price structure and other types
of demand parameters may not translate precisely, a comparison with other studies of household
electricity demand can provide evidence on the generalizability of these parameter estimates.

Train and Mehrez (1994) evaluate optional time of use pricing o¤ered by California�s Paci�c Gas
and Electric, under which households received a �xed afternoon price that was 2.5 times the price
in o¤-peak hours. One in nine households o¤ered the tari¤ opted in. The authors calculate that the
average customer that moved to time of use prices decreased peak consumption by 10 percent and
increased o¤-peak consumption by 10 percent. For this substantial shifting, the average household
saved $2 per month on electricity. By comparison, afternoon prices in the �rst year of ESPP
averaged just under 2 times the prices at other times of day, and afternoon consumption dropped
5 to 8 percent.

Wolak (2006) estimates the response of a random sample of 123 Anaheim, California residential
customers to a critical peak pricing program, in which they received rebates for reducing consump-
tion from a pre-established baseline on 12 high price summer days. Wolak estimates a 12 percent
reduction in peak hour consumption on these days, which is the same additional reduction associ-
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ated with afternoon hours on High Price Alert days in the ESPP. The Anaheim rebate structure,
however, meant that their households��nancial incentives were signi�cantly stronger than in the
ESPP. Two plausible explanations are that ESPP households are more price elastic than the Ana-
heim population average and that elasticity conditional on receiving a critical peak price alert is
low.

Reiss and White (2008) examine electricity consumption by San Diego households during the
California electricity crisis. They �nd that total consumption dropped 13 percent in two months in
response to an average price increase from 10 to 23 cents/kWh, then rebounded immediately by 8
percent when prices dropped to 13 cents/kWh. After the initial increase, one in three households
reduced by 20 percent or more relative to the previous year. The authors show that this large
fraction of the population would have needed to make signi�cant behavioral or capital stock changes
in order to achieve reductions of this magnitude. Real time pricing principally changes the shape
of prices, not the level, but by comparison, the ESPP treatment group reduced consumption �ve
percent more than the control group relative to their baselines.

These three studies suggest that the population average response to various forms of electricity
price variation can be substantial, that signi�cant subpopulations can be very price elastic, and
that the coe¢ cients I estimate are remarkable, but well within reason.

2.4.2 The Importance of a Randomized Control Group

While many of the time of use pricing experiments from the 1980s included randomized control
groups, more recent analyses of commercial and industrial customers�response to real time pric-
ing typically have been non-experimental13. Without a control group, simultaneity bias could be
addressed either by parameterizing the unobservable � and assuming that price variation is con-
ditionally exogenous, or by instrumenting for price using exogenous shocks to supply or to the
demand functions of the rest of the market. In this application, how viable are these approaches?

As a trial of the conditional exogeneity assumption, I parameterize � as a function of the
hour�s observablesWhd, including a polynomial series of weather variables and month and workday
indicators, and estimate the following demand function with the treatment group data over the
experimental period:

qihd = �Aphs + �
D
h (phd � phs) + �HPg HPd + �(Whd) + "hd (10)

�(Whd) =
6P
r=1

�
 HD;rHD

r
hd +  CD;rCD

r
hd +  RH;rRH

r
hd

�
+  w +  m +  0

HDhd = maxfTemperaturehd � 65; 0g = Heating degrees, at Chicago O�Hare airport
CDhd = maxf65� Temperaturehd; 0g = Cooling degrees
RHhd = Humidity
 w = Workday indicator
 m = Month indicator variables
 0 = Constant

13To my knowledge, Herriges, et al, (1993) is the only randomized evaluation of a real time pricing program for
large customers.
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The �rst column of Table 7.8 shows the results of this regression. The positive � parameters
give the apparently upward-sloping demand indicative of simultaneity bias. I then omit �A and
include hour dummies, in an attempt to soak up the natural correlation between a typical hourly
price shape and households�electricity consumption. As the second column of Table 7.8 shows,
this also gives upward-sloping demand functions for many hours. The third column repeats this
regression for the control group, showing that it apparently was elastic to real time prices that
it did not face. Finally, I attempt the parameterization that ComEd itself uses to predict hourly
household electricity demand14, which is:

�(Whd) =

24X
h=1

X
w

SX
s=1

( hsw +  hsw �WIhd) +  0 (11)

 hsw;  hsw = Separately estimated coe¢ cients for each hour h, day type w, and season s.
WIhd = "Weather Index" = 0:417�Temperaturehd +0:257�Wind Chillhd +0:326�Humidityhd

The fourth column in Table 7.8 shows that this performs no better than the previous regressions.
Although the failure of conditional exogeneity in some sense means that the econometrician did not
collect enough controls, these results are consistent with a number of other speci�cations attempted.
Furthermore, the control group could similarly be used to rule out a number of potentially promising
instruments for short-term price variation15.

While simultaneity bias is unsurprising, it underscores the importance of a randomized con-
trol group and highlights the unique opportunity provided by this experiment to learn about how
consumers respond to real time prices. Furthermore, even if an elasticity to price variation condi-
tional on observablesW could somehow be estimated, that approach would not capture any price
response correlated with W. For example, recall that Figures 8.3 and 8.4 illustrated substantial
energy conservation on average in afternoon hours. Any regression that included hour dummy
variables inW would not be able to capture this form of price response.

2.5 Wholesale Market Demand

As has been suggested throughout this section, households in a future, larger implementation
of optional real time pricing could have di¤erent demand parameters than the "internally valid"
estimates I compute. For example, the larger group would be drawn from a broader population
and could have di¤erent unobservable characteristics. Furthermore, complementary "smart grid"
energy management technologies, which produce an automated real time price response, are likely
to become more prevalent. The present study, however, is the only empirical information on
households exposed to hourly real time prices, and it is thus a reasonable starting point to construct
wholesale market demand functions for counterfactual analysis. To determine the sensitivity of the
conclusions to the demand estimates, I will later run two sensitivity analyses, with parameters
increased and decreased by 50 percent in absolute value.
14This formula should be especially promising because there is money at stake: this is used to set the "Standard

Load Pro�le," which determines the transfers to competing retail electric suppliers that have recruited ComEd�s
customers.
15The exclusion restriction can be tested by examining whether the control group appears to be price elastic. Using

this, I was able to rule out a number of instruments for short run price variation, such as deviations in daily natural
gas spot prices from trend, temperature variation in nearby regions, and others.
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The simulation model will require demand parameters � and demand shifters � for two di¤erent
market segments, the 20 percent of Pennsylvania-Jersey-Maryland market households that would
select into RTP in my proposed counterfactual, and the Rest of Market. The model will resimulate
equilibrium bids from observed auctions, using a one year study period from April 2003 through
March 2004 for initial conditions. Demand parameters are thus speci�ed to correspond to the
weather and market conditions over this period.

The set of RTP households, denoted HRTP , has hourly retail market demand
P

i2HRTP

qihd(T ),

where T = 1 if the RTP scenario is being simulated, and T = 0 in the Baseline scenario. Retail
electricity suppliers, which for nearly all consumers in this market are utilities earning a regulated
rate of return, are modeled as earning zero pro�ts. Under RTP, the retail price phd equals each
hour�s wholesale price Phd plus a distribution charge D = 5 cents/kWh that covers the retailer�s
costs:

pT=1hd = Phd +D (12)

The retail prices in the Baseline scenario pT=0s are summer and non-summer �at tari¤s such
that the retailer�s zero pro�t condition holds. This is the load-weighted average wholesale price of
electricity over the set of days Ds in season s:

pT=0s =
X
d2Ds

24X
h=1

Phd �
P

i2HRTP

qihd(T = 0; p
T=0)P

i2HRTP

qihd(T = 0; p
T=0)

(13)

Appendix I details the process of estimating the RTP group�s demand functions. In brief, I
�rst estimate a selection equation, which is used to predict the characteristics of the households
HRTP that would select into RTP. I then estimate heterogeneous demand parameters and project
them onto households�observable characteristics, which is an approximation under the assumption
that consumers�true demand functions depend only on observables. The group�s demand shiftersb�HRTP

hd are computed by estimating the relationship between � and weather during the experiment

and predicting the b�HRTP

hd valid for the counterfactual population and weather conditions in hour h
of day d.

The Rest of Market includes the households that would not opt into RTP as well as larger
commercial and industrial customers. PJM (2004) reports that there were 1978 megawatts (MW) of
large commercial and industrial customers already on RTP in 2003. I model that they have linear16

demand functions with an aggregate short-term slope of �M = �0:5 MW/($/MWh); this value is
intended to approximate the results in Patrick and Wolak (2001). The Rest of Market demand

function intercepts b�Mhd are implied by the observed market level equilibrium prices and quantities
for each hour the the simulation study period. To project into the future and accommodate entry,
the demand shifters are then in�ated to re�ect a continuation of recent demand growth trends.
16There is very little evidence on the shape of demand functions for any customer type. Most previous econometric

estimations and market simulations, including Wolak and Patrick (2001), Borenstein (2005), Holland and Mansur
(2006), and others, specify constant elasticity, implying decreasing absolute changes to quantity demanded per unit
change in price. While this seems reasonable in some ranges of price, it is also possible that there is relatively little
elasticity until price reaches some threshold.
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The wholesale market demand function is thus:

QDhd =
X

i2HRTP

bqihd(T ) + �M � (Phd +D) + b�Mhd (14)

�M = Rest of Market short-term demand slopeb�Mhd = Rest of Market demand shifter
The supply model simulates changes to wholesale producers�pro�t maximizing markups that

would result from RTP�s increase in short-term demand slope. Although the econometric results do
not identify the short-term demand slope, they can guide a reasonable estimate of what it should
be. Because RTP households rarely check the day�s prices, the only parameter from the 2003
experiment that is plausibly short-term is b�HP . In the counterfactuals, utilities choose di¤erent
cuto¤ points for their High Price Alerts. In order to give a di¤erentiable aggregate short-term
demand function, I assume that these cuto¤s are distributed N($100/MWh; $10/MWh).

For the Pricelights, it seems more reasonable to assume that the e¤ects of the device are en-
tirely short-term price responses. In the counterfactuals, every future RTP household acquires a
Pricelight or an equivalent Smart Grid technology that generates a demand slope equal to that in
the experiment. Summed over HRTP , the short-term price response from High Price Alerts and
Pricelights becomes a parameter denoted �STHRTP

(Phd).

3 Wholesale Electricity Supply

If a pilot real time pricing program like the Energy-Smart Pricing Plan were expanded, it would
a¤ect equilibrium prices in a restructured wholesale market through three primary channels. First,
the changes in demand would result in new equilibria along the existing aggregate supply curves.
Second, increased short term price response would a¤ect producers�pro�t-maximizing bid markups,
inducing them to bid closer to marginal cost. Third, RTP would change incentives for entry and
exit and a¤ect the market institutions that govern total system capacity, the Reserve Margin and
the Capacity Market. To my knowledge, there is no existing model that captures all three of these
e¤ects.

The e¤ects on market power are well understood in theory, and RTP plays a key role in the
regulatory policy discussion on how to reduce producers� exercise of market power. Other than
Borenstein and Bushnell (1999), however, there is little simulation-based or empirical evidence on
this issue, largely because it is di¢ cult to realistically endogenize �rms�price setting behavior. A
natural equilibrium concept for the daily multi-unit reverse auctions is supply function equilibrium
(SFE), but the �rst order conditions characterizing an unrestricted SFE form a system of nonlinear
di¤erential equations without boundary conditions. There are thus a continuum of equilibria.

A common response to multiple equilibria in any setting is to restrict the game such that it pro-
duces a unique equilibrium. Unfortunately, a unique SFE has been shown to obtain only through
assumptions that are unrealistic in this application, such as linear supply functions, symmetric
�rms (Green and Newbery 1992), constant marginal costs (Holmberg 2007), or fully inelastic de-
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mand (Holmberg 2008)17. When it is unappealing to simplify the game or strategy space in order
to solve for a unique equilibrium from primitives, an alternative approach to is to exploit infor-
mation in existing equilibria, which agents have already selected. From these initial conditions, a
counterfactual change can be applied to the system and some structure imposed a priori on the
way that �rms move to the counterfactual equilibrium.

Myopic learning algorithms, in which agents iteratively best respond to opponents�play from
previous iterations, are most commonly used because myopia greatly reduces computational and
conceptual complexity. The oldest and perhaps most familiar example of a myopic learning algo-
rithm is Cournot Adjustment, in which �rms iteratively set quantities that best respond to the
opponent�s play from the preceding period. In the simplest setup, this system converges to a �xed
point, which is the Cournot equilibrium. Learning for equilibrium selection has seen several more
recent applications in counterfactual simulations, including Lee and Pakes (2008) in the banking
industry, Aguirregabiria and Ho (2008) in airlines, and Rudkevich (2005) in electric power.

Electricity markets are a reasonable place to use myopic learning for equilibrium selection. The
complexity of �rms�decision problems suggests that they might experiment with di¤erent strategies
instead of directly solving for an equilibrium18, and the daily repetition of auctions provides them
with ample opportunity to do so19. There is anecdotal evidence that such experimentation occurs20

and empirical evidence that �rms learn over time21.
Two factors can make learning an unattractive approach to equilibrium selection. First, learning

algorithms sometimes do not converge to a stable equilibrium and instead cycle between actions,
making results di¢ cult to interpret. My algorithm, however, does converge to a stable pure strategy
Bayesian Nash equilibrium. Second, the assumption that agents are myopic, or alternatively that
they believe that other agents� strategies are static, is often implausible (Fudenberg and Levine
1998). The rollout of real time pricing to residential customers, however, would occur gradually
over a period of years. Between any two daily iterations, the change in demand patterns would
be very small, and �rms� strategies thus close to static, other things equal. Furthermore, since
opponents�bids are not released until six months after the fact, it is di¢ cult to exploit the repeated
nature of the game to enforce collusive or otherwise dynamic equilibria.

17An alternative simpli�cation is to assume that �rms play Cournot in each hour. Not only is this unsatisfying in
the sense that it bears little resemblance to the actual price setting process, it is known in theory that Cournot prices
are higher than any obtainable in supply function equilibrium except at the highest realization of the demand shifter
(Green and Newbery 1992, Baldick and Hogan 2006). If the distribution of the demand shifter has small support
over the period during which bids are valid, as it would in a market that allows separate bids for every hour, then
Cournot may be a reasonable model. In most markets, including PJM, bids must hold for an entire day, over which
the demand shifter varies substantially.
18Wilson (2007) characterizes the equilibrium in a transmission constrained electricity market and concludes that

"The results presented here are not especially encouraging . . . If the conditions for an equilibrium are so complicated
as to impede academic and policy studies, then perhaps it is implausible to suppose that �rms�bidding strategies
approximate an equilibrium." He then points out that �rms need only observe their own residual demand curve and
suggests that "some experimentation can complement observed market data to provide the requisite estimates."
19Green and Newbery (1992) write that "since the bidding process is repeated daily and bids are published shortly

after they are made, we do not feel that there would be any "learning" problems in reaching these equilibria."
20Cramton (2004) writes that "In some cases, I have observed power companies explicitly compute the residual

demand curves in order to determine their optimal price-quantity bids in power markets. In other cases, I have
observed the companies pursue a more experimental approach, where strategies are based more on intuition and
experience, which are then adjusted in response to performance."
21Sioshansi and Oren (2007), for example, show that bids in the Texas market by a �rm called Calpine move over

time toward the authors�estimated ex-post pro�t maximizing supply functions. Hortacsu and Puller (forthcoming)
show that �rms�pro�ts increase towards their ex-post pro�t maximizing benchmark at a rate of 3 percentage points
every 100 days.
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My approach is re-simulate equilibrium bids beginning from initial conditions observed in the
Pennsylvania-Jersey-Maryland market over a one year study period between April 2003 and March
2004. I employ a Bayesian version of supply function equilibrium in which �rms best respond to
their beliefs about the distribution of opponents� bids. In a Bayesian equilibrium, these beliefs
must be consistent with the distribution of opponents�types and strategies. As a result, a �rm�s
equilibrium beliefs can be estimated non-parametrically from its competitors�observed bids in all
auctions over the study period, following the approach of Guerre, Perrigne, and Vuong (2000).
Conditional on these beliefs, there is then a unique set of unobservables that rationalizes each
�rm�s bid function.

Holding these unobservables constant, I then change the slope of each �rm�s perceived residual
demand to re�ect counterfactual consumers on real time pricing and re-simulate pro�t-maximizing
bids. Since changes in one �rm�s bids a¤ect competitors�residual demand, and thus change com-
petitors� pro�t-maximizing bids, �rms are allowed to iteratively best respond until the system
converges to the counterfactual equilibrium. The 8760 hourly market clearing prices for the coun-
terfactual year are the intersection of the aggregate simulated supply functions with the hourly
demand functions for the corresponding day.

An additional challenge is to capture the e¤ects of real time pricing on entry, which I will �nd
to be a key channel of welfare gains. To endogenize entry, I nest the learning model as the second
stage in a two stage entry model that is reminiscent of Mankiw and Whinston (1986) and builds on
Borenstein (2005). There are three entrant technologies, corresponding to three major electricity
production technologies, as well as the exogenous set of incumbent �rms that were in the market
between April 2003 and March 2004. In the �rst stage, entrant �rms of each technology set capacity,
and in the second stage, entrants and incumbents sell electricity into the wholesale market.

As I will detail momentarily, the PJM market has established a Reserve Margin requirement
that e¤ectively mandates a minimum system capacity necessary to ensure reliability, and it operates
a Capacity Market to transfer the shadow price of that constraint to capacity owners. In my model,
the Reserve Margin will pin down total equilibrium entry. Conditional on incumbents�capacity
and any potential con�guration of entry between the three technologies, the learning algorithm
determines second stage pro�ts. In this game, there will be a unique distribution of entry that
satis�es the constraint and makes each technology�s wholesale market pro�ts net of �xed costs
equally negative. The Capacity Market price will be the payment that brings all entrants�pro�ts
to zero, as required in equilibrium.

The model capitalizes on unusually high quality data. Entrants �xed and variable cost parame-
ters need not be estimated, as they are taken from publicly-available engineering data. Furthermore,
the PJM Market Monitor has contributed to this project by allowing access to con�dential matched
bidding and cost data for incumbent �rms over the study period. Knowledge of bidders�costs al-
lows me to instead model unobservables corresponding to forward contract positions, which are
well-understood to a¤ect bidding behavior22, but for which there is little public information.

One challenge deserves mention at the outset. In PJM, as in other markets, transmission
capacity constraints cause prices to di¤er between locations within the market. Economists have
typically addressed this problem by choosing applications where it is less likely to be relevant and
assuming it away. In this paper, I model PJM as a centralized hub market with one aggregate
market clearing price and no transmission losses or constraints. I will point out several di¤erent
points in the analysis where it would be useful to relax this assumption.

22The e¤ects of forward contracting on pricing decisions in electricity markets are explored by Bushnell, Mansur,
and Saravia (2008), Gans and Wolak (2008), Wolak (2003, 2005), and others.
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The section begins by providing background on the Pennsylvania-Jersey-Maryland electricity
market, including the details of the bidding process and Capacity Market. Second, I discuss the
public and con�dential cost data to be exploited. Third, I present the second stage of the two-
stage model, including the Bayesian supply function equilibrium setup, the process of determining
unobservables, and the learning algorithm. Finally, I will detail the �rst stage, including the entry
decision and my model of the Capacity Market.

3.1 The Pennsylvania-Jersey-Maryland Electricity Market

In 1927, three electric utilities, including a precursor to the �rm that operates the Energy-Smart
Pricing Plan analyzed here, recognized the potential gains from trade in electricity supply and
joined together to form a "power pool" called PJM. Now the world�s oldest and largest power pool,
PJM was also on the forefront of electric power deregulation, becoming the �rst market certi�ed
under the federal restructuring rules of the late 1990s. Because of its size and importance, PJM
is an excellent �laboratory� to study the potential e¤ects of real time pricing on a restructured
wholesale market.

At the time of the April 2003-March 2004 study period, electricity �owing through PJM served
25 million people�s homes and businesses in seven states and the District of Columbia. See Figure
8.6 for a map of PJM�s geographic footprint. Table 7.13 provides an overview of market conditions
during the study period. The �ow of electric power averaged 37,400 megawatts (MW), reaching a
maximum of 61,500 MW on the afternoon of August 22nd, 2003.

Total available capacity was approximately 80,000 MW, about eight percent of the US total23.
During the study period, there were 45 distinct �rms bidding into the market, which between them
owned just over 500 electricity generating units. Figure 8.7 illustrates the distribution of capacity
ownership, showing that the largest six �rms own approximately two-thirds of capacity.

Figure 8.8 shows the short-run supply curve, highlighting three major production technologies.
The lowest units on the supply curve are baseload coal-�red and nuclear plants, some large enough
to power millions of homes. These plants have high �xed and low variable cost and typically run
continuously except for scheduled maintenance periods during low-priced "shoulder months" in the
spring and fall. The highest units on the curve are smaller peaker plants fueled by oil and natural
gas, which employ gas turbine or steam turbine technologies that entail lower capital costs but less
e¢ cient fuel use and thus higher variable cost. In between in both size and cost structures are
mid-merit facilities, typically smaller coal plants and combined-cycle plants that run on natural
gas. The model will include entrant �rms corresponding to these three technologies24.

A key stylized fact of electricity markets is the "hockey stick" shape of the short run supply
curve. This is created by a small number of old, ine¢ cient plants with high marginal costs and
often large additional markups above cost. The hockey stick shape means that equilibrium prices
will be relatively low in most hours of the year, but can spike by an order of magnitude or more
for a small number of hours. These peak hours are of particular interest because they account for
a substantial �ow of revenues from consumers to producers. The inelasticity of peak supply means
that real time pricing and High Price Alerts, even if providing only a small change in quantity
demanded, can substantially reduce peak prices in the short run.

23Many of the statistics in this section are from the PJM State of the Market reports for 2003 and 2007 (PJM
2004, 2008) and public data available on the PJM website, www.pjm.com.
24PJM has recently seen construction of some wind generation capacity, but I do not endogenize entry of this

technology.
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Purchasing from the wholesale market are retailers, or Load Serving Entities, which then resell
electricity to residential, commercial, and industrial customers. These retailers are principally the
investor-owned utilities that had been regulated monopolies until the past 15 years of restructuring,
such as Public Service Electricity and Gas in New Jersey, Baltimore Gas and Electric, and Potomac
Electric Power Company in Washington, D.C. Retail prices set by these �rms are regulated by state
Public Utilities Commissions such that they earn a market rate of return on investment, which I
model as a zero-pro�t condition.

PJM Interconnection, LLC, is a Regional Transmission Organization (RTO), charged by the
Federal Energy Regulatory Commission with operating and providing open access to the transmis-
sion network, clearing the market, and ensuring reliability and e¢ ciency. This latter duty means
that PJM is responsible for market design that limits the exercise of unilateral market power. As
part of the regulatory arrangements that grew out of US electricity restructuring, PJM also main-
tains an independent Market Monitor charged with market design and oversight. PJM operates
several markets, the largest of which are the Energy and Capacity Markets.

The Energy Market is a daily reverse auction for electricity. The day before each Energy Market,
every generating unit submits a step or spline supply function consisting of a maximum of ten
segments, plus startup costs. Given a set of bids by generators, quantities demanded by customers,
and transmission constraints, PJM sets the lowest-cost production schedule and computes the
Locational Marginal Price at each node of the transmission network25.

Producers�incentives to exercise market power in the Energy Market depend on their net long
or short position when they submit bids. On the order of ten percent of electricity is sold at spot
through the Energy Market26, while the remainder is sold via bilateral contracts or transferred
within vertically-integrated �rms. A generating company that already has �xed price contracts for
all of its production has no incentive to a¤ect prices in the Energy Market. Many of the �rms in
PJM are vertically integrated between electricity generation and retail. If a �rm�s retail obligations
in a particular hour exactly match its production, it similarly has no incentive to exercise market
power. Financial hedging, through instruments such as options and forwards, is also commonplace,
but there is little useful public data on �rms�hedge positions.

As Table 7.13 shows, PJM had a Her�ndahl index of 926 over the study period. As the �rst
order conditions for pro�t maximizing bids will indicate, however, �rms set prices for each unit
based on the concentration of competing �rms�capacity in the same price range. The Her�ndahl
index is higher in particular portions of the supply curve, ranging from 1170 between $0 and $50
bids to 4301 for bids between $500 and $1000. The PJM Market Monitor estimates that the average
markup of market-clearing bids over marginal cost averaged 10 percent in 2003, with much higher
markups in peak hours.

Since generating �rms are often regional, transmission constraints can produce highly con-
centrated local markets. In the Energy Market in 2003, the Market Monitor�s primary tool for
restraining the exercise of local market power was o¤er capping, in which any unit whose operation
was required to relieve a transmission constraint had its bid mitigated and instead received its
reported marginal cost plus ten percent. On average, two to three units were o¤er-capped in each
hour of the study period. Although o¤er capping means that it is di¢ cult for �rms to capitalize

25The Energy Market comprises two auctions, the Day-Ahead Market and the Balancing Market. It is straightfor-
ward to arbitrage between these two markets, and annual average prices for the two markets di¤ered by $0.16 per
megawatt-hour in 2002. There are restrictions on modifying bid schedules between the two markets, in particular to
discourage �rms from withholding from the Day-Ahead market.
26This �gure is made public in PJM�s State of the Market report, and it varies by year and by their calculation

method.
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on local market power, �rms still may exercise market power generated by higher concentration in
particular ranges of the market-wide supply curve, in particular during peak hours. My model will
endogenize this exercise of market-level market power, while abstracting away from local market
power.

PJM�s second key market is the Capacity Market. Each year, PJM predicts the quantity to be
demanded in the peak hour three years hence and increases this by a 13 percent cushion27 called
the Reserve Margin, thereby arriving at the Reserve Margin requirement. In practice, revenues
from the Energy Market and payments for other "ancillary services" are insu¢ cient to maintain
that amount of capacity, and there is some shadow cost of the additional entry or forestalled exit.
The Capacity Market was designed to ensure su¢ cient capacity as demand grows over time by
transferring that shadow cost to producers. This is purely an administrative market; no actual
electricity is traded.

To operationalize the Capacity Market28, PJM�s analysts set a simple, a¢ ne, downward sloping
demand curve such that they expect market clearing quantity to be near the Reserve Margin re-
quirement. Incumbent �rms and entrants bid their capacity into the auction, and the market clears
at the intersection of the aggregate capacity supply curve and the administratively-determined de-
mand curve. Plants later receive their Capacity Payment based on the proportion of peak hours
when their capacity is available, and each Load Serving Entity pays a share of total Capacity
Market costs proportional to its share of peak load.

The combination of a fairly inelastic demand curve with moderate ownership concentration
means that there is substantial concern over the exercise of unilateral market power by capacity
sellers. If bidders fail a market power test called the Three Pivotal Supplier Test, their bids are
replaced by an estimate of the di¤erence in pro�ts between operating and "mothballing" (exit),
which I will call their Breakeven Cost. In the 2007 Capacity auctions, all incumbents�bids were
o¤er-capped at their Breakeven Cost. The other major wholesale electricity markets in the eastern
United States also include Capacity Markets, and so the model I employ and the resulting intuition
is generalizable beyond PJM.

3.2 Data

April 2003 through March 2004 is chosen to provide initial equilibria for the auction resimulations
primarily because it has natural gas input prices that are similar to the US Energy Information
Administration (2008a) forecast for the latter part of the next decade, when residential real time
pricing takes larger scale in the counterfactual scenario. Also, this study period predates a large
expansion of PJM that added new transmission constraints to the system, which my model would
not capture.

The simulation model is based on three separate data sources. The �rst group of data, as detailed
in Table 7.12, are publicly-available engineering estimates of the construction costs and production
functions for power plants with three technologies: peaker, combined cycle, and baseload. Entrants�
input costs, speci�cally fuel and tradable air pollution emission allowances, are set to match those
observed over the study period. The second dataset is the observed bids from all auctions over
27The Reserve Margin is technically de�ned as 15 percent, but it is modeled here as 13 percent because this is

where the administratively-determined demand curve is actually designed to intersect the projected cost of new entry.
28This describes PJM�s Reliability Pricing Model (RPM) Capacity Market design, which was implemented on June

1, 2007. I focus on the current capacity market because I am interested in simulating future entry. Because I use the
2003-2004 auction results to simulate the short-run equilibria, the Energy Market discussion focused on the rules in
e¤ect at that time.

22



the study period, which PJM makes available on its website after a six-month delay. The �rm and
unit identi�ers in these data are masked but consistent. These publicly available bids will be used
to non-parametrically estimate the distribution of opponents�bids that each �rm faces. Table 7.13
details these data, including the number of �rms, average bids, Her�ndahl indices, and input and
output prices over the study period. Figure 8.9 illustrates the supply functions o¤ered by several
example �rms.

The third dataset provides information on incumbent �rms�marginal costs. A typical electricity
market model estimates unit level marginal costs from public data by multiplying the monthly
average heat rate (the rate of transformation of fuel to electricity) by an estimated fuel cost, and
then adding an estimate of variable non-fuel operation and maintenance cost. While this publicly-
available information is extraordinarily detailed and accurate in comparison to the data available
to study other industries, it is still problematic. Using a monthly average heat rate does not
capture the e¢ ciency loss as a unit operates near capacity, which causes the analyst to understate
�rms�costs at high quantities and thus overstate markups. In this application, overstating initial
markups would cause the model to overstate the e¤ect of additional demand elasticity in reducing
those markups. Furthermore, plants have di¤erent contractual arrangements for fuel that are not
observed in the public data, and using regional averages adds noise to the cost estimates. Perhaps
the greatest problem is that because the public bidding data have masked �rm and unit identi�ers,
it is di¢ cult to match marginal costs to observed bids.

For the purposes of this study, PJM has taken the unprecedented step of making available
con�dentially-reported marginal cost data that are substantially better than the publicly-available
information. By law, each generating unit in PJM must con�dentially submit its marginal cost
function to the PJM Market Monitor, which uses the information to set the o¤er caps paid if the
unit�s bids are mitigated due to local market power. The Market Monitor�s analysts check these
reports against historical public and con�dential heat rate and fuel cost data and contact a �rm
if they believe that the �rm has misreported; this occurs perhaps once or twice each month. The
most common discrepancy between the Market Monitor�s estimate and a �rm�s reported cost is
not from strategic misreporting, but when "dual fuel" units switch inputs between natural gas
and fuel oil. If a �rm is believed to be intentionally misreporting, it is reported to the Federal
Energy Regulatory Commission and can be prosecuted for fraud. While recognizing that �rms may
attempt to misreport their costs, both in the public and con�dential data, the model will take the
con�dential data to be accurate. As I will detail in the next section, observing marginal costs at
this level of detail allows me to pin down the initial markups and back out unobservables that enter
elsewhere in �rms�pro�t functions.

Over the study period, units�bids change from month to month, but there is less daily variation.
The units available in each auction di¤er between seasons, as �rms take plants o ine for extended
maintenance in the "shoulder months" of the spring and fall. Bids and unit availability can also
vary between weekdays and weekends. For computational e¢ ciency, instead of resimulating the 365
daily auctions over the study period, two auctions are selected for each month, the �rst Wednesday
and the �rst Saturday, for a total of 24. Table 7.14 presents the distribution of markups observed
over the study period.
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3.3 Second-Stage Subgames: The Energy Market

3.3.1 Setup

The second stage subgames determine hourly market clearing prices in each of the 365 daily Energy
Markets over the simulation. The model computes equilibria conditional on the demand functions
described in the previous section, incumbents�exogenous capacity, and the capacity of each entrant
technology as determined by the �rst stage. In each auction, �rms bid supply functions in pure
strategy Bayesian Nash equilibrium. Twenty four auctions are resimulated, one for each day type
(work day or weekend) in each month of the year. The aggregate supply function from each auction
is used for all of the corresponding workdays or weekend days of the month; this is intersected with
hourly demand functions to �nd market clearing prices and quantities.

Denote each �rm�s supply function as Sft(P ), where f indexes �rms and d indexes the day
corresponding to the auction t of the same day type and month. The hourly market clearing
condition is:

X
f

Sft(P
�
hd) = QDhd(P

�
hd;
b�HRTP

hd ;b�Mhd) (15)

Demand shifters b�HRTP
and b�M are stochastic from the bidder�s perspective. To rationalize

observed bids, the support of the joint distribution of the uncertainty in demand shifters and other
�rms�play must be su¢ cient to produce a distribution of equilibrium prices that spans the range
[$0; $990]. There is often a higher density of bids between $990 and the $1000 price cap, and
these bids are assumed to be exogenous29. The short-term price response �M from existing large
commercial and industrial customers on RTP is known to bidders.

The pro�t maximization takes the perspective of the trader who sets the �rm�s bids into the
Energy Market. Decisions about maintenance and forward contracting are often made in other
parts of the �rm and are thus considered exogenous. Each �rm has total capacity Kft available in
auction t. For incumbents, this is the actual capacity that was made available on that day of the
study period. For entrants, capacity will be determined endogenously in the �rst stage. The �rm
has a strictly increasing cost function Cft(Sft(P )), which varies from day to day as ambient tem-
peratures30 and fuel prices change. The function Cft(Sft(P )) is observable to the econometrician
through the con�dentially-reported data. The �rm also realizes a draw of a second payo¤-relevant
function �ft(P ), which is unobservable to the econometrician. Firms have some information set

ft regarding the distribution of opponents�bids, which will be detailed momentarily.

On the day before each auction t, each �rm simultaneously submits to the system operator at
PJM a supply function Sft(P ) that maximizes pro�ts conditional on their capacity, their draws
of cost and unobservables, and their information sets. The functions Cft(Sft(P )), �ft(P ), and
Sft(P ) hold for the entire day, and for the moment, they are assumed to be continuous and twice
di¤erentiable, with �nite derivatives over the �rm�s available capacity.

29Bids at this level are often intended to reduce the probability that a unit is dispatched into the market to a
negligible amount. This is done because generators�Capacity Market payments are based on the percentage of hours
that they make capacity available to the market. If they report a maintenance outage, they lose capacity credit, but
by bidding above likely realizations of the market price, they can earn credit while actually having their units o ine
for maintenance. These rules are under review by PJM.
30Air temperatures a¤ect power plants�production functions, and some plants that discharge cooling water into

rivers are restricted from doing so when water temperatures are high.
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As discussed in the market overview, there is substantial �nancial hedging, long term contract-
ing, and vertical integration, meaning that a �rm�s pro�ts on a particular day depend on prices
and quantities of electricity sold forward as well as electricity sold into the Energy Market. An
established way (e.g. Wolak 2003) of characterizing �rm f�s pro�ts given a particular realization
of an hour�s market clearing price P � is:

�ft = Sft(P
�) � P � � Cft(Sft(P �)) +QCft � (PCft � P �) (16)

QCft = Forward contract quantity for �rm f in auction t
PCft = Forward contract price

A structural error term will be needed to rationalize observed bid functions. When estimating
auctions, the marginal cost (or equivalently in an ordinary auction, the bidder�s private value)
is typically unobservable. While I have access to very good estimates of unit-level marginal cost
functions, there is very little public information on �rms� contract positions QC. Since �rms�
hedging strategies can include options, and forward contracts can vary by the hour of the day and
thus by price, I substitute for QC � P � the unobservable function of price �ft(P ). This gives:

�ft = Sft(P
�) � P � � Cft(Sft(P �)) +QCft � PCft � �ft(P �) (17)

In their analogous setting, Hortacsu and Puller (forthcoming) build on Wilson (1979) in deriving
the Euler-Lagrange optimality condition, which holds pointwise over the supply function31:

P �
Sft(P )� �0ft(P )
�E[DR0ft(P )j
ft]

= C 0ft(Sft(P )) (18)

E[DRft(P )j
ft] = QDht(P ) +E

"P
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#
= Firm f�s expected residual demand

E[DR0ft(P )j
ft] = �M + E

"P
g 6=f

S0gt(P )j
ft

#
= Firm f�s expected residual demand slope

This �rst order condition closely resembles the complete information supply function equilibrium
�rst order condition. It also resembles the standard monopoly pricing �rst order condition, as
bidding a supply function allows the �rm to operate as a monopolist over residual demand at
all points. The left hand side of the �rst order condition is marginal revenue. The numerator
Sft(P )� �0ft(P ) can be thought of as total inframarginal capacity exposed to the prices in auction
t. From selling a marginal unit, the �rm receives revenue P from the additional sale, but this

reduces expected revenues from inframarginal units by
Sft(P )��0ft(P )
�E[DR0ft(P )j
ft]

. The �rst order condition

equates this marginal revenue with marginal cost C 0ft(Sft(P )).

31This pro�t function maps into their derivation almost directly. Simply substituting �(P ) for QC � P gives �0(P )
in the �rst order condition instead of QC, and note that their quantity Hp(�)

HS(�)
is equivalent to E[DR0fd(P )j
fd], the

�rm�s expectation of its residual demand slope at price P .
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As in any standard price setting problem, as residual demand becomes more elastic, pro�t
maximizing markups are lower and prices approach marginal cost. This is the formal illustration
of why real time pricing and other forms of short-term demand response reduce the exercise of
market power in electricity markets. For the counterfactuals, the short-term price response �STHRTP

from simulated RTP households will be added to the existing demand slope �M in the speci�cation
of �rms�residual demand. For the moment, note that for RTP�s e¤ects to be consequential, the
additional demand slope from RTP must not be negligible compared to the existing slope of residual
supply.

Since in reality �rms submit step functions that are limited to 10 steps per generating unit32,
the �rst order condition is now discretized. The continuous �rst order condition holds for each
segment k of �rm f�s bid function, with the bid bfkd is substituted for price P 33. The strategy
space can now be thought of as the bid for each segment k, instead of the quantity S(P ) for any
price. This gives:

bfkt �
Sfkt � �0ft(bfkt)

�E[DR0ft(bfkt)j
ft]
= C 0fkt (19)

Sfkt = The quantity endpoint of segment k in �rm f�s supply function for auction t.

3.3.2 Firms�Beliefs and Unobservables

Firm f�s expectation of residual demand slope E[DR0ft(bfkt)j
ft] is conditioned on an information
set that is unobservable to the analyst. There have been several approaches to this problem.
The standard supply function equilibrium setup assumes complete information, with uncertainty
entering the �rm�s optimization problem only through the demand shifter �. Since � only shifts the
residual demand curve horizontally, �rms have no uncertainty about the slope of residual demand
DR0ft(bfkt), and the expectation operator is removed. Complete information means that �rms�bids
are ex-post optimal, meaning that they are best responses to opponents�realized bids for auction t.

32Some �rms do specify that they are submitting splines instead of steps, but in the data I do not observe what a
�rm has requested. Given the way that I model incomplete information, this distinction will not make an important
di¤erence.
33While Kastl (2008a) shows that this discretization can produce biases, Kastl (2008b) shows that the true discrete

�rst order condition is equivalent to the continuous FOC holding on average over each step, and as the number
of steps grows, the discrete FOC limits to the continuous case. Discretization seems reasonable given that fewer
than ten percent of units use the full ten steps in the study period auctions, which suggests that the limit does not
substantively constrain �rms�ability to approximate their pro�t maximizing supply functions
The fact that �rms do not use all of their available steps is remarkable, because to approximate the ex-post pro�t-

maximizing supply function, �rms would typically have to use all allowable steps. There are at least three potential
explanations. First, as suggested above, the observed bids may closely approximate pro�t maximizing strategies, as
losses from submitting an incomplete bid schedule are small. Kastl (2008b) shows that the losses from bidding a spline
instead of a continuous function are small for a �rm with many units, as they decline by the square of the number
of bid points. Hortacsu and Puller (2007) show computationally that the losses from setting ex-post suboptimal bid
prices for existing steps dwarf the losses from submitting a bid schedule with too few steps.
Second, it has been suggested that �rms do not submit complex step functions for fear of drawing attention to an

exercise of market power. This explanation is more problematic for the discretization of the continuous FOC, because
it implies a cost to bidding additional steps, causing discretization to be biased in the sense of Kastl (2008a).
Third, �rms may use heuristics based on unit-level marginal cost functions to determine segment lengths, and

marginal cost functions for the typical generating technology could be closely represented with fewer than ten steps.
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This is questionable a priori because forward contracts and plant-speci�c input prices change from
day to day in ways unobservable to other �rms.

A second approach is to pool bids across multiple auctions and use a kernel estimator to non-
parametrically determine the distribution of competitors�bids (Guerre, Perrigne, and Vuong 2000).
Inference about primitives such as �0fkt is then made under the assumption that each �rm�s bids
maximized pro�ts subject to that distribution. The challenge in this setting is heterogeneity across
auctions: �rms�marginal costs change from day to day, and the composition of bidders changes as
units go o ine for maintenance. Pooling bids across auctions that were observably heterogeneous
causes the analyst to overstate the amount of uncertainty �rms perceive, which can cause biased
estimates of the underlying primitives (e.g. Krasnokutskaya 2004)34.

In response to the heterogeneity problem, Hortacsu and Puller (forthcoming) introduce a third
approach, an a priori assumption that �rms�supply function strategies Sft(P ) be additively sep-
arable in price and private information. This implies that one �rm�s private information can shift
other �rms� residual demand horizonally, in the same way that the uncertain demand shifter �
shifts residual demand, but the slope of residual demand is certain. As a result, the same ex-post
optimal �rst order condition obtains, again without the expectation operator. Under this restricted
form of incomplete information, inference on the primitives of each auction could be made using
only the bids from that auction, obviating the need to pool across heterogeneous auctions. In
my application, ex-post optimality was both technically problematic and less believeable given the
market�s true informational structure35, suggesting a new approach to incomplete information.

My approach is predicated on two observations. First, not only does each �rm have a �xed set of
units, but the step lengths in each unit�s bid functions are highly consistent over time. Uncertainty
about other �rms� supply functions can thus be collapsed into uncertainty about the bid prices
for each of the �rm�s segments. A meaningful panel can be constructed consisting of the bid for
each step of each unit over the days of the study period. A second observation is that much of
the variation that a¤ects segments�bids across auctions that is observable to competitors is also
observable to the analyst. In particular, I observe fuel prices, temperatures, and demand conditions,
which are important determinants of segment-level bids. My approach will is thus to "homogenize"
bids on each day of the study period based on segment-speci�c functions of observables, in a manner
super�cially similar to Haile, Hong, and Shum (2004). After this homogenization procedure, the
bids can be pooled across auctions for a non-parametric estimate of �rms�expected residual demand
slope. While this places a strong a priori assumption on �rms�beliefs about heterogeneity between
auctions, it seems relatively appealing in this application.

I impose that �rms� expectations of other �rms� supply functions are characterized by the

34Gans and Wolak (2008) address this problem by pooling only across auctions on days in nearby months with
similar peak quantity demanded. Over my study period, however, fuel prices are di¤erent even from one month to
the next, and the composition of bidders changes as new plants come online and plants go o ine for maintenance.
35Ex-post optimality proves problematic in my application because in any particular auction, the realized residual

demand curve is "lumpy," and at high prices there may be substantial ranges within which there are only a few bids.
As a result, the choice of kernel bandwidth used to smooth competitors�bids in estimating residual demand a¤ects
the predicted primitives. This bandwidth choice e¤ectively becomes the analyst�s opinion of the precision with which
�rms perceived competitors�bids: a large bandwidth means that even competitors�bids that were realized far away
from a bid a¤ected that �rm�s belief of residual demand slope, while a small bandwidth implies that the �rm had
more certainty about residual demand.
Furthermore, note that as the kernel bandwidth limits to zero, we approach a true complete information formulation.

Baldick and Hogan (2002) have shown, however, that the set of stable pure strategy supply function equilibria of
unrestricted functional form may be null. The instability of pure strategy equilibria in a setting where it is not
often proposed that �rms are playing mixed strategies suggests that a di¤erent informational structure might be
appropriate.
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following equation:
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Ft = Set of �rms bidding in auction t
Jgt = Set of segments bid by �rm g in auction t
Dgj = Number of days that segment j of �rm g submits bids over the study period
Dgj = Set of days that the segment submits bids
qgjt = "Length" of bid segment j of �rm g in auction t, in megawattsebgjdt = Bid on day d, homogenized to correspond to auction t
� = A kernel function
h� = Kernel bandwidth

With the exception of the homogenized ebgjdt, this is a straightforward application of the tech-
niques in Guerre, Perrigne, and Vuong (2000) and Gans andWolak (2008). I assume that �rms know
which competitors�bid segments k will bid into auction t and the lengths qgjt of those segments.
Beliefs about the distribution of bids for each competing segment are computed non-parametrically
via a kernel function.

The homogenization is carried out via a segment-speci�c polynomial series regression of bids
on observables over the set of days Dgj that the segment is bid into the market:

bgjd =
3X
r=1

�
�gj;NG;rP

r
NG;d + �gj;Temp;rTemp

r
d + �gj;MaxQ;rMaxQrd

�
+ �gj;s + �gj;w + �gjd (21)

PNG = Natural gas spot price for day d
Tempd = Temperature on day d
MaxQd = Maximum market-level quantity demanded on day d.
�gj;s = Summer indicator variable, speci�c to segment j of �rm g
�gj;w = Weekday indicator variable
�gjd = Residual uncertainty

This regression predicts a bid bbgjd, as well as a �tted prediction error b�gjd, for each of the days
in Dgj . Figure 8.10 illustrates this regression for two segments of an example unit. For this unit and
many others, bids hold constant across multiple days, which may re�ect �xed price fuel contracts
or other inertia. The relative stability of bids at weekly frequencies suggests stable draws from the
distribution of �.

Since bids are not made public for six months, however, these draws are still unknown to other
�rms, and most units�bids change substantially before past bids are revealed.

The expected bid bbgjt is computed for each of the 24 re-simulated auctions. I then generate a
vector of length Dgj of the homogenized bids for auction t by adding the set of �tted prediction
errors to bbgjt. This vector has the following characteristic element:
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ebgjdt = bbgjt + b�gjd (22)

This approach assumes that linear functions of observables capture �rms� perception of the
heterogeneity across auctions. If �rms� information sets include other factors or more �exible
functional forms, their uncertainty will be overstated. This speci�cation of beliefs is also heuristic,
in the sense that I have not speci�ed a set of strategies consistent with these beliefs. This is
a challenge in the multi-unit setting because heterogeneity across days can a¤ect �rms� pro�t
maximizing bids through multiple channels - through costs C 0fkt, unobservables �

0
fkt, and through

the expected residual demand slope - which are not all additively or multiplicatively separable in
the �rst order condition. While this speci�cation of beliefs simpli�es the analysis, it should be
recognized as an a priori restriction.

Intuitively, this procedure computes the "average" supply curve across all days of the study
period, adjusting on observables for applicability to auction t. Figure 8.11 shows �rms�expectations
of the aggregate supply curve and its slope for August 6th, 2003. For much of the supply curve,
the slope is steeper than 400 MW/($/MWh). For any particular �rm, the slope of residual demand
would be less steep, but of the same order of magnitude. An increase in demand slope from
residential RTP, which under the assumptions presented earlier is on the order of 3 MW/($/MWh),
therefore has little e¤ect on residual demand slope for any �rm. Indeed, a very large demand
response program would be required to measurably a¤ect any �rm�s residual demand slope. For
the right side of the aggregate supply curve, however, supply has a very steep slope, there are fewer
�rms with remaining capacity, and initial markups are substantially higher. Short-term demand
elasticity from RTP could thus have a measurable e¤ect on markups in that range.

Substituting these ebgjdt back into the residual supply speci�cation, di¤erentiating, and inserting
this into the equation for residual demand slope, we have:

E[DR0ft(P )j
ft] = �M � 1

h�

X
g2fFtnfg

JgdX
j=1

1

Dgj

X
d2Dgj

qgjt � �0
 
P �ebgjdt

h�

!
(23)

Given this expected residual demand slope, the unobservables b�0fkt that rationalize bids in each
auction can be backed out:

b�0fkt = Sfkt � (bfkt � C 0fkt) � (�E[DR0ft(bfkt)j
ft]) (24)

Figure 8.12 shows the distribution of implied unobservables across all 24 re-simulated auctions.

If �0fkt were taken literally as a measure of the �rm�s forward contract position, the quantity
Sfkt��0fkt
Sfkt

represents the proportion of the �rm�s inframarginal capacity that is contracted forward at the time
when unit k is expected to be on the margin. The majority of these realizations are between 0.5
and 1, with a more density near 0.95. This is consistent with the high degree of vertical integration
and extensive forward contracting that exist in this market.
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3.3.3 Counterfactual Bids via Myopic Best Response

Both entry and the expansion of real time pricing would a¤ect incumbent �rms�residual demand
slope, which in turn changes their pro�t maximizing bids. For each segment, conditional on Sfkt,b�0fkt, and C 0fkt, a new optimal bid can be computed in response to the new residual demand. The
changes in �rms�bids also a¤ect competitors�E[DR0ft(bfkt)j
ft], so the best response process must
be iterated. For each iteration r, each segment�s bid brfkt is the best response to the distribution of
actions from the previous iteration:

brfkt =
Sfkt � �0ft(bfkt)

�E[DR0ft(bfkt)j

r�1
ft ]

+ C 0fkt (25)

Firms�expectations must be updated between each iteration. I model that �rms observe the
auction-speci�c change in opponents�bids and update their mean expectation accordingly, for each
point on opponents�supply curves. The vector that contains �rms�beliefs of the distribution of
opponents�bids now has characteristic element:

ebrgjdt = bbgjt + b�gjd + (brgjt � br�1gjt ) (26)

The equilibrium of the Energy Market game is the pure strategy steady state of this sys-
tem, such that �rms� beliefs about their residual demand curves are consistent with the distri-
bution of other �rms� types and strategies. This gives bids for �rm f�s Kft segments, B�rft =
fbf1t(Cf1t; Sf1t;b�0f1t; E[DRft(bf1t)j
r�1ft ]); :::; bfKf t(CfKf t; SfKf t;

b�0fKf t
; E[DRft(bfKf t)j


r�1
ft ])g, such

that B�rft = Br�1ft , 8f; t. In practice, this steady state is de�ned by a measure of the di¤erences
between bids from one iteration to the next:

1

24

24X
t=1

1

Ft

X
f2Ft

1

Kft

X
k2Kft

(
brfkt � b

r�1
fkt

brfkt
)2 � � (27)

� = Tolerance
Kft = Set of segments o¤ered by �rm f in auction t

For simplicity, I model that entrants bid marginal cost, and that incumbent �rms know these
bids with certainty. The discussion of the e¤ects of RTP on market power is thus limited to
incumbent �rms. Since most of PJM�s high markup units are old, ine¢ cient units owned by large
incumbents, the model still endogenizes the important features of imperfect competition.

Figure 8.13 details the simulated change in markups from the introduction of real time pricing,
for the auction on August 6th, 2003. Both negative and positive markups move toward marginal
cost, particularly for bids between $300 and $800. The e¤ects of these changes on market e¢ ciency
will depend on how frequently these high-markup units actually set prices.
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3.3.4 Discussion and Potential Biases

Several remarks should be made before concluding the discussion of second stage subgames. First,
�0fkt originally entered as a function of price, and it perhaps should not be held constant as segment
fkt changes its bid. Although the current procedure is more straightforward, one alternative would
be to �t a nonparametric �0ft(P ) through the �rm�s supply curve and change �

0
ft(bfkt) with bfkt

during the learning process.
Second, the strategy space here only includes the o¤er price of each bid segment, whereas �rms

might adjust to RTP in ways other than their Energy Market bidding behavior. In particular,
the unobservable functions �ft(P ) are held constant. While this provides an appealing consistency
between the initial and counterfactual equilibria, real time pricing could in theory a¤ect forward
contracting and might a¤ect other determinants of �. The lengths of bid steps are also held constant,
but this seems reasonable given that most segment lengths are relatively static over time and may
be associated primarily with features of the unit�s production technology and cost function.

Third, as characterized in Wilson (2007) and Hogan (1997), transmission constraints a¤ect how
one unit�s bids a¤ect pro�ts earned by the �rm�s other units at di¤erent nodes of the network.
Some �rms, especially those that own a small number of units exempted from o¤er capping due to
a loophole in federal regulations, are able to modify bids for plants on one side of a transmission
constraint so as to increase the Locational Marginal Prices received by their plants on the other
side. In theory, the returns to this form of strategic behavior would be lower if the short-term price
response inside the transmission constraint were stronger. Furthermore, the model determines only
one system-wide hourly price, meaning that it cannot capture the reduction that short-term price
response could cause in relative price volatility between di¤erent locations in the network.

Fourth, the predicted reduction in bids may be sensitive to assumptions about the price elasticity
of electricity imported into PJM and the existing daily demand response in the market during the
study period. For bids between $500 and $900, residual supply can be highly inelastic and of the
same order of magnitude as �M . If �M were in fact larger, the additional demand response from
real time pricing would have smaller e¤ects. From day to day, net electricity imports into PJM are
highly consistent, and I have thus assumed zero import elasticity.

Finally, as in many applications, there is concern that the pro�t function could be mis-speci�ed.
The unobservable b�0fkt entered the pro�t function in the same place as forward contract quantities,
but reality, it captures all factors that rationalize observed bids under my speci�cation of the
game. For example, unit operating constraints sometimes induce �rms to bid above or below their
reported static marginal costs36. The model, however, takes any di¤erence between reported costs
and observed bids as an exercise of market power. If initial markups or markdowns were not
actually an attempt to a¤ect prices, the model would be mistaken in re-simulating these bids closer
to marginal cost. This formulation, however, allows me to exploit excellent static marginal cost
data and correct for the fact that forward contract quantities are unobserved. The counterfactual
simulations will include a sensitivity analysis under the assumption that the data overstate true
markups.

36For example, power plants have "ramping" constraints, which limit their ability to quickly increase output.
Plants that cannot ramp quickly sometimes bid below their static marginal cost in order to be selected for continued
operation during low-demand nighttime hours, instead of reducing output and ramping up again in the morning.
Other plants are limited by environmental permits to a small number of annual hours of operation, and the shadow
price of this constraint is not currently included in the cost estimates submitted to PJM.
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3.4 First Stage: Entry Decision and the Capacity Market

To endogenize the e¤ects of real time pricing on entry, the learning algorithm is nested as the
second stage in a static entry model that builds on Mankiw and Whinston (1986) and, in particular,
Borenstein (2005). In this �rst stage, capacity of three di¤erent technologies enters until Energy
and Capacity Market revenues equal �xed costs. The model di¤ers from a typical setup by including
a set of incumbent �rms and by incorporating the Reserve Margin, which in equilibrium constrains
the sum of entering capacity across the three technologies. This section sets up the players, action
spaces, and payo¤s in the entry game, describes the Capacity Market model, explains the intuition
for uniqueness, and �nally provides an overview of the computational procedure.

The three entrant technologies, peaker, combined cycle, and baseload, are indexed by e 2
fp; c; bg. There are a large number of potential entrant �rms with each technology. Every unit of
capacity within a technology is atomic and identical: per-unit �xed costs are constant, there are
constant returns to scale, and capacity within each technology behaves identically in the second
stage by bidding marginal cost into the Energy Market. Although new plants may in reality be
built by incumbent �rms, I assume that all new capacity is independent.

Each potential entrant f of technology e sets a non-negative37 capacity Kfe 2 [0;1), resulting
in a vector K = fKp;Kc;Kbg of total entering capacity of each technology. Because capacity within
each technology is homogeneous, this vector is a su¢ cient statistic for �rst stage actions; entrant
plant size and the number of distinct �rms that own these plants are both indeterminate. The set
I of 45 incumbent �rms in PJM have existing capacity Ki = fK1;K2 ; :::;K45g.

Each unit of capacity that actually enters incurs a certain annualized �xed cost FCe. Because
this is a static game and entrants thus cannot later exit, this �xed cost combines the amortized sunk
cost of entry as well as annualized �xed operating and maintenance costs. Although the second
stage includes uncertainty from day to day, entrants are assumed to know the distribution of future
costs, unobservables, and demand, such that there is no uncertainty over total second stage pro�ts.
For each of the three entrant technologies, the annualized pro�t function per unit of capacity is:

�e(K) = De(K) +R� FCe (28)

De(K) = Second stage net pro�ts from the Energy Market
R � 0 = Capacity Market price
FCe = Annualized �xed cost

(All units in $=(MW � year))

The equilibrium is such that no entrant could make higher pro�ts by not entering, and no
non-entrant could make higher pro�ts from entry. Since pro�ts from non-entry are de�ned to be
zero, actual entrants must also earn zero pro�ts. An equilibrium vector of entering capacity K�

thus must ful�ll the following zero pro�t conditions:

�
�e(K

�) = 0;K�
e > 0

�e(K
�) � 0;K�

e = 0

�
;8e 2 fp; c; bg (29)

37Although in reality there is a lower bound on plants�e¢ cient scale and the standardized sizes of gas and steam
turbines mean that capacity investment is lumpy, I assume that potential entrant �rms can set any nonnegative
capacity in the �rst stage. Given that the equilibrium quantity of entering capacity that will be computed represents
a number of discrete plants, this assumption should not substantially a¤ect the results.
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In theory, the Capacity Market is designed as a mechanism to transfer the shadow price of the
Reserve Margin constraint to capacity owners. Although the actual market design di¤ers slightly
from that theory, I model an idealized Capacity Market for simplicity. Under three assumptions,
the Capacity Market can be modeled as a constraint on total entry that is set before the distribu-
tion of entry between the technologies is determined. First, the highly inelastic, administratively-
determined Capacity Market demand curve is modeled as fully inelastic. The Reserve Margin is
now a constraint on total system capacity at equilibrium maximum quantity demanded plus 13
percent.

Second, all incumbents�bids are assumed to clear below entrants�bids in the Capacity Market.
This is justi�able theoretically given that incumbent plants�Capacity Market bids are o¤er capped
by PJM at the plant�s Breakeven Cost, and this Breakeven Cost should be lower than entrants�
bids because amortized sunk costs of entry are high relative to annual �xed costs. This assumption
implies that incumbents do not exit, which is not unreasonable in this industry: over the most
recent ten years, for every megawatt of new capacity constructed in the U.S., 0.11 megawatts were
retired38. Entrants�zero pro�t conditions pin down their bids at FCe �De(K), and this becomes
the equilibrium Capacity Market price:

R� = FCe �De(K�) (30)

The third required assumption is that entry has a negligible e¤ect on the markup of the in-
cumbent unit that clears the market in the maximum-demand hour of the year. This is reasonable
given that entrants�bids do not exceed $100/MWh, while the market clearing bid in the maximum-
demand hour is over $500. Under this assumption, the total entry K�

rm required in equilibrium
under the Reserve Margin constraint is characterized by the following equation:

1:13 �QDhd(P �hd;b�HRTP

hd ;b�Mhd) = X
f2Ft

S�ft(P
�
hd
) +K�

rm (31)

hd = Hour of maximum total demand shifter b�HRTP

hd + b�Mhd
t = Auction corresponding to hd
S�
ft
(P ) = Firm f�s supply function in auction t

In words, the total required entry K�
rm is found by shifting total entry such that the maximum-

demand hour�s demand function intersects the aggregate supply curve at the point where 13 percent
excess capacity remains39. As a result, we now have an entry model with three entrant technologies
and the following Reserve Margin constraint on total entry:

38This statistic is from Energy Information Administration Form 860 data for 1997-2006 (US Energy Information
Administration 2008b). This most recent period may be somewhat unusual due to faster demand growth, a large
amount of entry, and high input and output prices. Even over longer periods, however, power plants have proven sur-
prisingly durable. In PJM in particular, an analysis of the 2008 Capacity Market shows that nearly all of incumbents�
o¤er caps were below the projected equilibrium bids of entrants (Pfeifenberger, et al, 2008).
39Recall from the demand system that demand in hour hd is also a function of the average retail price in hour h,

phs. This price, along with S
�
ft(P ), is in practice predicted ex ante based on previous simulation runs. Although

this is inelegant, the Reserve Margin determined in this manner is within 4 MW of its correct value ex-post of the
simulation. By comparison, total entry in the model is over 10,000 MW.
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X
e2fp;c;bg

Ke � K�
rm (32)

What remains is to �nd the equilibrium distribution of entry between the three technologies
that satis�es all three zero pro�t conditions and the Reserve Margin constraint. Depending on
whether second stage net pro�ts D(K) are large or small relative to �xed costs, the constraint may
or may not bind. This gives two separate potential equilibria, "Constrained" and "Unconstrained."

Although there are often multiple equilibria in games with heterogeneous entrants, there is
indeed a unique equilibrium in both the Constrained and the Unconstrained games. This result
is speci�c to multi-unit auctions in which entrants are independent of incumbents, marginal costs
are consistently ordered, and entrants�e¤ects on markups are "local." The general intuition derives
from Borenstein (2005) and extends his model to imperfectly competitive second stage subgames.

For intuition, consider the Constrained game and simplify to two entrant technologies, peakers
and combined cycles. Assume the existence of an equilibrium distribution of capacity, K�

example =
fK�

p ;K
�
c g. A second equilibrium K 0 would have to satisfy two conditions. First, because �xed

costs are constant and all technologies receive the same Capacity price, movement from Kexample

to K 0 would have to entail equal changes in the two technologies�per-unit Energy Market pro�ts
in order for K 0 to also satisfy the zero pro�t conditions. Second, to remain on the Reserve Margin
constraint, the change in capacity of one technology between K�

example and K
0 must be equal and

opposite to the change for the other technology.
These two conditions cannot both be satis�ed, and this second equilibrium K 0 therefore cannot

exist. The reason is that in the Energy Market, combined cycle plants�bids are always less than
peakers�bids, because the latter technology has higher marginal cost. Combined cycles are thus
dispatched in all the hours that peakers are dispatched, plus many more. The price changes
resulting from a change in combined cycle entry therefore have a large e¤ect on combined cycles�
pro�ts relative to peakers�pro�ts. A change in peaker entry, on the other hand, has similar e¤ects on
peaker and combined cycle pro�ts. This means that the changes in per-unit Energy Market pro�ts
cannot be equal if the changes in capacity entered are required to be equal and opposite. Appendix
II formalizes this intuition and uses similar logic to prove that the Unconstrained equilibrium is
unique.

The equilibrium is computed via backwards induction, using a modi�cation of a secant-based
algorithm called Broyden�s method (Broyden 1965) to search in fKp;Kc;Kbg-space. The algorithm
�rst searches for the Unconstrained equilibrium, which is the unique point such that annual Energy
Market RevenuesDe(K) are equal to annualized �xed costs FCe for all technologies. If

P
e2fp;c;bg

Ke >

K�
rm in the Unconstrained equilibrium, the constraint has zero shadow cost, the Capacity Price

R� is zero, and this is the counterfactual equilibrium. In practice, the Unconstrained equilibrium
violates the Reserve Margin constraint. The algorithm then searches for the unique point on the
constraint where the di¤erence between Energy Market Revenues De(K;Ce) and �xed costs FCe for
all technologies is the same. The Capacity Market price is the per-unit payment to each technology
required to bring all entrants to zero pro�ts.

Appendix III contains more details on this procedure. It is written in MATLAB and runs on
workstations belonging to the PJM Market Monitor. Each auction resimulation requires approxi-
mately 4 minutes, and the entire set of counterfactuals and sensitivities runs in 14 hours.

34



4 Counterfactual Simulation Results

The supply and demand models are now used to simulate the potential equilibrium e¤ects of
enrolling three million households, or 20 percent of the Pennsylvania-Jersey-Maryland market, in
optional real time pricing. There are three major �ndings. First, real time pricing will actually
increase Energy Market prices in near-peak hours, while reducing Capacity Market prices. Second,
RTP substantially increases the welfare gains from introducing Smart Grid infrastructure. Third,
while RTP does induce producers to reduce their markups, this is not an important channel of
welfare gains.

Table 7.15 presents an overview of the results. Columns numbered 6 and 7 are the Baseline and
RTP simulations, respectively; the other scenarios are robustness checks to be detailed later.

4.1 Energy and Capacity Prices

Figure 8.14 illustrates the simulated Energy Market prices and quantities for three high-demand
days in August. In the afternoon hours, having 20 percent of residential customers on real time pric-
ing with High Price Alerts reduces market-level quantity demanded by approximately one percent.
Despite the reductions in quantity demanded, however, many "near-peak" prices in the afternoons
and evenings are actually several percent higher under RTP. Figure 8.15 illustrates this more gen-
erally, showing that RTP increases prices in the top 10 percent of the distribution by an average of
$1 per megawatt-hour. This contradicts a closely-held conventional wisdom on real time pricing,
that it will reduce Energy Market prices in high demand hours.

This counterintuitive result is explained by the e¤ects of the Capacity Market, which are il-
lustrated by Figure 8.16. In equilibrium, su¢ cient entry occurs such that peak demand intersects
the aggregate supply curve at a point that leaves a 13 percent Reserve Margin. This results in
total entry of K�(RTP ) and K�(Baseline) in the two scenarios. All three entrant technologies
bid into the Energy Market at lower prices than a large set of ine¢ cient incumbents, and these
incumbents will clear the market in the upper percentiles of prices in both scenarios. In the peak
hour, e¤ectively the same incumbent plant - 13 percent below the capacity limit in the aggregate
supply curve - will clear the market40. This occurs at points A and B in the Baseline and RTP
scenarios, respectively.

The additional downward-sloping demand from RTP reduces peak hour quantity demanded,
and thus the entry induced by the Capacity Market, more than it reduces demand in any other
hour. Maximum quantity demanded is 92.9 gigawatts under RTP, compared with 92.2 in the
Baseline scenario, producing a di¤erence of 0.7 gigawatts between point A and point B. The
di¤erence between the 99th percentiles of quantity demanded, illustrated in points C and D, is
only 0.3 gigawatts. Since the market cleared at e¤ectively the same point on the supply curve in
the peak hour, and RTP reduces quantity demanded less at the 99th percentile than at peak, the
99th percentile of demand will clear at a higher price in RTP than in the Baseline. In Figure 8.16,
this means that point D has a higher price than point C. There is one countervailing e¤ect not
illustrated by the graph: RTP reduces the markups of the incumbent plants high in the supply
curve. This countervailing e¤ect, however, is not su¢ cient to change the sign of the average e¤ect
of RTP on near-peak energy prices.

40The required excess capacity is actually slightly less under RTP compared to the Baseline because peak hour
quantity demanded is less, and thus the 13 percent Reserve Margin cushion is slightly less.
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This counterintuitive result would not obtain without the inclusion of existing plants, making
this in some sense a "medium-run" model. If exit were endogenized, lower Energy Market revenues
in the Baseline scenario would induce more retirement compared to RTP. Figure 8.17 illustrates
the di¤erence in pro�ts between the two scenarios for ine¢ cient incumbents, showing that RTP
reduces total pro�ts for the highest-cost plants by two percent. Di¤erential retirement in the
Baseline relative to RTP would reduce the di¤erence in near-peak Energy Market prices between
the two scenarios, but it would not reverse the sign of the overall e¤ect.

Entrants make zero pro�ts in equilibrium, and because near-peak Energy Market prices are
higher under real time pricing, Capacity prices must be lower. Under real time pricing, Capacity
prices drop from $33.4 to $32.4 per kilowatt per year, reducing total annual Capacity Market
payments by just over $100 million.

The shift of revenues from the Capacity Market to the Energy Market caused by additional
RTP households would help to address a retail pricing distortion that a¤ects existing customers on
RTP. Although Commonwealth Edison charges its residential RTP customers the wholesale Energy
Market prices, it "socializes" its required Capacity Market payments as part of the constant retail
distribution charge added to prices in all hours of the year. This structure does not incentivize
households to reduce quantity demanded during peak hours, when Commonwealth Edison�s share
of Capacity costs is determined. By increasing peak Energy Market prices and reducing Capacity
payments, additional RTP households help align incentives for consumers already on the rate.

4.2 Welfare, Pro�ts, and Distributional E¤ects

Real time pricing reduces electricity costs for the set of households HRTP that would select into
RTP, as well as for the Rest of Market. As shown in Figure 8.18, Energy Market costs for HRTP are
lower when they enroll in real time pricing, because their reduced electricity consumption outweighs
the Energy Market price increase. The HRTP share of peak hour quantity demanded, and thus
their share of Capacity Market payments41, is also lower in the RTP scenario. Each RTP household
thus saves a total of $30 per year in wholesale electricity costs, or about 10 percent. For the Rest of
Market, the net e¤ect of the increased Energy Market prices and decreased Capacity payments is
to reduce overall costs by 0.13 percent. From an annual base of $17.6 billion dollars, RTP reduces
all consumers�wholesale electricity costs by 0.6 percent. While this may seem small, it aggregates
to $113 million per year.

Real time pricing does not bene�t most producers. Incumbents �rms�total annual pro�ts are
$12 million lower under RTP. Furthermore, as illustrated in Figure 8.19, there is less opportunity
for entry: less peaker capacity enters under RTP, and due to the "conservation, not shifting" result
from the demand estimation, entry by baseload plants does not increase. For the wind power plants
in the region, however, I �nd that RTP would have a small positive impact on pro�ts42.

41Utilities pass through capacity costs to di¤erent customer types in di¤erent ways. For this analysis, I assumed
that the RTP group and the rest of the market are charged for peak capacity in proportion to their share of peak
load. For the welfare calculations, I assumed that retailers� required capacity payments are funded through lump
sum transfers from customers.
42The past �ve years have seen substantial growth of wind power nationwide, and there are 368 megawatts of wind

capacity in the area of PJM included in this model. One Pennsylvania facility shared with me its typical generation
load pro�le, which is comparable to other wind farms in the market. As shown in Figure 8.20, the plant�s production
is highest during the winter and at night.
The price changes from RTP would increase the plant�s Energy Market pro�ts by $310 per megawatt. In the PJM

Capacity Market, wind farms receive credit proportional to their capacity factor during summer afternoon hours.
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The net welfare e¤ects of introducing RTP, including changes in producers�pro�ts, the RTP
households�compensating variation, and cost spillovers to other consumers, are $33 per RTP house-
hold per year. Summed over the 20 percent of market households in the counterfactual scenario,
this equals just under $100 million annually.

This calculation has not yet accounted for menu costs, the $100 to $150 investment per household
for advanced metering infrastructure that records hourly usage. This infrastructure can bring
signi�cant bene�ts independent of real time pricing, primarily in the form of reduced meter reading
and billing costs. Because these bene�ts vary by utility, it is di¢ cult to assign a meaningful
number to the net menu cost of real time pricing. Even if these other bene�ts were zero, however,
my estimates of RTP�s welfare bene�ts would outweigh the entire amortized cost of new electricity
meters.

4.3 Sensitivity Analyses and Market Power

Table 7.15 presents analyses of the results� sensitivity to demand parameters and supply model
formulation. The �rst three columns present results under the assumption of �xed power plant
capital stock. Scenario 1 is a baseline scenario that simply re-creates the market prices over the
study period. Scenario 2 adds real time pricing but holds �rms� bids constant, and scenario 3
accounts for imperfect competition by resimulating �rms�bids. The next two columns, scenarios 4
and 5, compare baseline and RTP scenarios, allowing entry but holding bids constant. Scenarios 6
and 7 are the preferred results, the Baseline and RTP scenarios that allow for endogenous bidding
and entry. Scenarios 8 and 9 reduce and increase, respectively, all demand system parameters �
by 1/2 in absolute value. Finally, scenario 10 presents the RTP scenario with entry under the
assumption that true marginal costs are halfway between each unit�s bid and its reported static
marginal cost.

The welfare e¤ects are most sensitive to endogenizing entry and varying the demand parameters.
These results show that by not accounting for the reduced entry under RTP, the short run model
understates RTP�s potential welfare e¤ects by a factor of three. Estimated welfare e¤ects also
change substantially as the demand parameters are varied in scenarios 8 and 9. This underscores
the analytical importance of accurate demand estimates and the welfare importance of Smart Grid
technologies that could increase households�elasticities.

Although reducing producers�market power has been an important motivation for real time
pricing, the reduction in markups is not an important channel of welfare gains. This is illustrated
by comparing the Baseline and RTP scenarios to scenarios 5 and 6, which are identical except
that they take producers�markups as exogenous. The annual welfare gain from RTP under this
assumption are $95.7 million, compared to $98.4 million under endogenous markups. Although
there are thus some additional welfare gains from inducing producers to bid closer to marginal
cost, these gains are small. The intuition for this result is that, although short-term price response
does reduce markups, it only does so at high prices where residual supply is inelastic, and the
market clears at these prices only in a small number of hours each year.

How generalizable is the result that market power reduction is only a secondary channnel of
welfare gains? The initial markups observed over the study period are not high, largely because
supply ownership is not extremely concentrated and the high degree of vertical integration reduces
sellers� incentives to mark up prices. This reduces the possible e¤ects that RTP could have on

Multiplying the plant�s capacity factor by the the change in Capacity price gives a reduction in Capacity payments
of $173 per megawatt. Total annual pro�ts thus increase by $136 per megawatt under RTP, or about 0.15 percent.
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markups. It is true that market power has been of greater concern in other years and in other
markets. These initial markups, however, are comparable to markups currently reported in PJM
and in the other large markets in the eastern United States. Furthermore, although the precise
results are speci�c to PJM, the fact that net energy conservation and reduced entry create bene�ts
that are larger by more than an order of magnitude suggests that the qualitative result may be
general.

5 Conclusion

This paper evaluates the �rst ever residential hourly real time pricing program and applies demand
estimates to a simulation model of the Pennsylvania-Jersey-Maryland electricity market. I present
new a procedure that allows detailed counterfactual analysis in an imperfectly competitive elec-
tricity market without the strong functional form assumptions usually required to obtain a unique
supply function equilibrium. The model also endogenizes entry and predicts equilibrium prices in
the Capacity Market, which is an important channel of welfare gains.

This analysis has several implications for �rms and policymakers. First, residential RTP should
perhaps be thought of as an energy conservation program, instead of a mechanism to shift con-
sumption from peak to o¤-peak. This means that demand for o¤-peak power, and thus air pollution
emissions and equilibrium entry of baseload plants, may be lower than otherwise expected. Second,
the intuition that RTP will reduce peak Energy Market prices may be backwards, and we should
instead expect Capacity Market prices to drop. Third, the motivation for expanding RTP and other
demand response programs should primarily be to conserve energy at peak times, not to reduce
producers�short-term market power.

How soon will we actually see large scale residential real time pricing? RTP reduces electricity
costs, and most regulated utilities are granted a rate of return that depends on gross retail sales.
Unless their compensation is "decoupled" from sales, regulated utilities thus have weakened in-
centives to promote RTP and other programs that induce energy conservation. Although utilities
often have more complex incentives, and many are moving in the direction of real time pricing, this
suggests that regulators may want to provide di¤erent incentives for utilities to o¤er this pricing
structure. Consumers, both those that would opt in to real time pricing and those that would
bene�t from market spillovers, stand to gain substantially.
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6 Appendices

6.1 Appendix I: Externally Valid Demand Parameters

This appendix details the construction of
P

i2HRTP

bqihd(T ), the demand functions for the set of households
HRTP that would select into RTP in the counterfactuals. A selection equation is �rst estimated and used
to predict the characteristics of HRTP . Demand coe¢ cients �i = �(Xi) are then estimated as a function of
observable characteristics and projected onto the simulated population. Finally, the hourly demand shifters
� are computed.

6.1.1 Selection

While the selection decision depends structurally on the pattern of households�demand shifters � and their
elasticities �, I observe hourly electricity demand only for the households that selected into the program.
The selection decision is thus approximated with a probit equation:

Pr(E[V RTPi j 
it0 ] > E[V Flati j 
it0 ] j Zi) � Pr (Zi + �i > 0) (33)


it0 = Household i�s information set at time of potential enrollment t0
V RTPi = Utility under RTP
V Flati = Utility under the �at rate tari¤
Zi = Selection observables
�i � N(0; 1) = Selection unobservable

I model that the 693 households in ESPP are selected from the 631,000 households in the 30 zip codes
where CNT had ten or more existing a¢ liates at the end of 2002. Table 7.9 presents the selection results,
showing that lower baseline electricity use, higher household income, and higher percentage of college grad-
uates in the Census tract are positively associated with ESPP enrollment. To simulate the characteristics of
households selecting into RTP, I then construct a dataset of all households in the PJM market area, simulated
from the Census distribution of characteristics. Each household given a randomly-drawn unobservable �i,
and the 20 percent of households with highest selection probability conditional on b, Zi, and �i are chosen.
This 20 percent, denoted HRTP and described in Table 7.10, forms the population of NRTP = 3 million
households on RTP for the counterfactuals.

6.1.2 Demand Functions

Assuming that each � is a distinct linear function of individual-level observables gives the following equation,
with separate � parameters for each �:

�i = �(Xi; �i) = �0 + �Xi + �i (34)

To estimate heterogeneous demand parameters, I make the simple but extremely strong assumption that
the experimental group and counterfactual population are "equally biased" by selection, i.e. that the set
of observed characteristics can be used to extrapolate to HRTP . Because a potential future RTP program
would itself be optional, the population HRTP , although larger, is itself a selected group. Both groups would
therefore be likely to di¤er from the general population in the same direction. Formally, this assumption is:
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E[�i j Xi; i 2 f1; :::; Ng] = E[�i j Xi; i 2 HRTP ]: (35)

The following parameterization is used:

�Dih = �D0h + �
DXi (36a)

�Ais = �A0s + �
AXi (36b)

�HPig = �HP0g + (�HP + �HPaft � 1(g = afternoon))Xi (36c)

�Tis = �T0s + �
TXi (36d)

The estimating equation is as in the body of the paper, with the addition of parameterized � coe¢ cients.
The interaction terms b� are presented in Table 7.11. The table also presents results using a Heckman (1979)
selection correction as well as a procedure assuming that � takes a logit distribution. These results are
similar, and I do not emphasize them. Household characteristics X are normalized to mean zero, standard
deviation one, so the mean parameter estimates are e¤ectively the same as in the original estimation.

The estimated heterogeneous coe¢ cients then used to project demand parameters onto the characteristics
of HRTP . The resulting projected mean demand parameters for HRTP are presented in the second column
of Table 7.6, with standard errors computed via the Delta method. Primarily because their incomes are
higher than the experimental group, the simulated population�s demand parameters are smaller in absolute
value.

6.1.3 The Demand Shifter

To complete the aggregate demand functions for HRTP , the mean demand shifter b�HRTP

hd = 1
NRTP

P
i2HRTP

b�ihd
is now estimated as a function of temperature and hour dummies. First, substituting parameter estimatesb�(b�;Xi) into the demand function allows b�ihd to be backed out for each ESPP household in each hour of
the experiment. Second, an hourly demand shifter representative of average household characteristics in
population HRTP is computed by re-weighting pilot group observations on observables. Using Bayes�Rule,

these weights are ewi = 1�cPr(Pilot=1jZi)cPr(Pilot=1jZi) , where the estimated probabilities are from a probit of a ESPP group
indicator on characteristics Z, using all observations in the ESPP group and the population HRTP . The
weighted average demand shifter valid for HRTP is:

�HRTP

hd =

 X
i

ewi!�1 �X
i

b�ihd � ewi (37)

Finally, that average demand shifter is regressed on the hour�s observablesWhd:

�HRTP

hd =
6X
r=1

�
 HD;rHD

r
hd +  CD;rCD

r
hd

�
+  wsh +  0 + "hd (38)

 wsh = Interactions of weekend, season, and hour dummies

The parameters b are then used to predict an average demand shifter b�HRTP

hd given theWhd each hour
of the counterfactual study period.
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Combining these demand shifters with the demand parameters estimated above, the demand functions
are thus43 :

X
i2HRTP

bqihd(T ) = X
i2HRTP

�b�Ai phs + b�Dih(phd � phs) + b�HPig HPd + b�TisTi�+ b�HRTP

hd (39)

6.2 Appendix II: Uniqueness

This appendix proves the uniqueness of pure strategy interior equilibria in both the Constrained and Un-
constrained entry games. Most fundamentally, uniqueness obtains for three reasons: entering capacity is
independent of existing �rms, bids by the three entrant technologies have a consistent order, and entry has
only small and local e¤ects on markups.

6.2.1 Conditions

Begin by de�ning a function e�e(K), the total annualized pro�t for an entrant of technology e net of Capacity
Price R:

e�e(K) � �e(K)�R = De(K)� FCe (40)

Note that entrant technologies�bids are consistently ordered bb < bc < bp. For e; f s.t. be > bf , the set
of hours in which e runs is therefore contained within the set of hours that f runs. This means that any
change in prices above be will have an equal e¤ect on the pro�ts of e and f .

Entry by capacity of technology e has two e¤ects. Through the "shifting" e¤ect, the entrant shifts the
portion of the supply curve beginning with its bid be to the right, reducing market clearing prices in all
hours where they had been above be. Through the "competition" e¤ect, the entrant increases the elasticity
of residual demand for other �rms� segments nearby in the supply curve, moving pro�t maximizing bids
closer to marginal cost. The proof uses three conditions that rely on the reality that the competition e¤ect
is both small and local to be.

Condition 1 is Equal Downward Pro�t Stealing: additional peaker capacity equally a¤ects the pro�ts per
unit capacity of the two lower technologies. Entry by peakers only a¤ects prices in hours when the market
clears near or above bp, and since both lower technologies are dispatched in all those hours, their pro�ts are
equally a¤ected.

@e�c(K)
@Kp

=
@e�b(K)
@Kp

(41)

43 In the simulations, each hour�s equilibrium will be determined along these demand functions, which implicitly
assumes that �D and �HP are short-term price response. To the extent that this is not the case, equilibria should
actually lie on these demand functions only on average, not in each particular hour, and the simulations would thus
underpredict the variance in equilibrium prices under RTP. I thus will not draw conclusions about the reductions in
market price volatility that could be caused by real time pricing.
Most of the predicted demand reduction during the highest price hours will be generated by the estimated responses

to High Price Alerts b�HP . These parameters appear more likely to have captured a short-term price response, and
they are comparable to estimates of households�response in other critical peak price programs such as Wolak (2006).
There is thus less concern about overstating peak demand reductions.
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Condition 2 is Equal Pro�t Stealing from Below: additional combined cycle and baseload entry have
equal e¤ects on peaker pro�ts. This follows because the shifting e¤ect from any entrant lower in the supply
curve has the same impact on peakers�pro�ts, and the competition e¤ects are local and thus do not a¤ect
prices near bp.

@e�p(K)
@Kb

=
@e�p(K)
@Kc

(42)

Condition 3 is Unequal Relative Pro�t Stealing: entering capacity of a particular technology has a greater
e¤ect on its own pro�ts than on the pro�ts of technologies higher in the supply curve. The intuition is that
entering capacity of technology e reduces prices near and above be, but technologies with higher bids are
exposed to less of that range than is technology e.

@e�f (K)
dKf

� @e�f (K)
dKe

<
@e�e(K)
dKf

� @e�e(K)
dKe

8e; f s.t. be > bf (43)

Finally, two regularity conditions are required to allow e�e(K) to be di¤erentiated. Condition 4 is that
there is a unique equilibrium in the second stage subgames, as discussed in the body of the paper. Condition
5 is that the pro�t functions e�e(K) are continuous in K. All �ve conditions hold 8fKp;Kc;Kbg 2 R3+.

6.2.2 Constrained Equilibrium

Lemma: Under Conditions 1-5, if an interior equilibrium exists in the Constrained game, it is the unique
interior pure strategy equilibrium.

Proof: The proof proceeds from an initial equilibrium K�. It assumes that a second equilibrium K 0 =
K� +�K exists and characterizes that equilibrium. Finally, it shows that this characterization contradicts
the above conditions except in the trivial case where �K = 0.

In equilibrium, all entrants earn zero pro�ts, meaning that e� is the same for all entrant technologies and
equal in absolute value to the Capacity Price R. If another interior equilibrium K 0 exists, the change in e�
between K� and K 0 must be equal for all technologies:

�e�p = �e�c = �e�b (44)

These two equalities can be implicitly di¤erentiated and then reintegrated over the space between K�

and K 0, giving two "equal pro�t change" conditions:

Z
�K

@e�b(K)
@Kp

+
@e�b(K)
@Kc

+
@e�b(K)
@Kb

dK =

Z
�K

@e�c(K)
@Kp

+
@e�c(K)
@Kc

+
@e�c(K)
@Kb

dK (45a)

Z
�K

@e�p(K)
@Kp

+
@e�p(K)
@Kc

+
@e�p(K)
@Kb

dK =

Z
�K

@e�c(K)
@Kp

+
@e�c(K)
@Kc

+
@e�c(K)
@Kb

dK (46a)

Note that these integrals are path independent, as they integrate over a gradient �eld. All integrals use
the boundary condition that zero change in capacity gives zero change in pro�ts. Along the Reserve Margin
constraint, the total change in capacity must be zero:
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�Kp +�Kc +�Kb = 0 (47)

It can now be shown that the equilibrium K 0 as characterized cannot exist unless K 0 = K�. To begin,
the Equal Downward condition is integrated. This gives that the change in combined cycle pro�ts from
peaker entry must equal the change in baseload pro�ts from peaker entry:

Z
�Kp

@e�c(K)
@Kp

dKp =

Z
�Kp

@e�b(K)
@Kp

dKp (48)

Subtracting this from the equal pro�t change condition between baseload and combined cycle gives:

Z
�Kc

Z
�Kb

@e�c(K)
@Kb

+
@e�c(K)
@Kc

dKbdKc =

Z
�Kc

Z
�Kb

@e�b(K)
@Kb

+
@e�b(K)
@Kc

dKbdKc (49)

This condition means that entry by combined cycle and baseload plants must have o¤setting e¤ects on
the pro�ts of both technologies. From Unequal Relative Pro�t Stealing, we know that baseload entry has
a greater impact on its own pro�ts, meaning that the change in combined cycle capacity must be larger to
maintain equal pro�ts:

j�Kcj > j�Kbj (50)

The inequality could be weak only if �Kc = �Kb = 0, which requires �Kp = 0 and would give K 0 = K�.
Rewriting slightly the second equal pro�t change condition, we have that entry by peakers and the

combined entry from combined cycle and baseload must equally a¤ect pro�ts for peakers and combined
cycles:

Z Z
�K

@e�p(K)
@Kp

+
@e�p(K)

@(Kc +Kb)
dKpd(Kc +Kb) =

Z Z
�K

@e�c(K)
@Kp

+
@e�c(K)

@(Kc +Kb)
dKp(dKc +Kb) (51)

Remaining along the Reserve Margin constraint requires that �Kp = �(�Kc + �Kb), i.e. that the
additional peaker capacity exactly o¤set the combined cycle and baseload changes. By the Unequal Relative
condition, however, any (�Kc+�Kb) a¤ects the di¤erence between combined cycle and peaker pro�ts more
than the equivalent additional capacity of peakers. This condition thus cannot hold unless �K = 0. �
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6.2.3 Unconstrained Equilibrium

Lemma: Under Conditions 1-5, if an interior equilibrium K� > 0 exists in the Unconstrained game, it is the
unique interior pure strategy equilibrium.

Proof: Here again, I assume a distinct equilibrium K 0 = K� + �K, characterize the equilibrium, and
then show that the �ve Conditions can be used to contradict the characterization.

In this situation, instead of equal pro�t conditions, we have zero pro�t conditions which must hold
for each technology over �K. As before, each of these conditions can be di¤erentiated using the Implicit
Function Theorem and re-integrated over �K:

Z
�K

@e�e(K)
@Kp

+
@e�e(K)
@Kc

+
@e�e(K)
@Kb

dK = 0; e 2 fp; c; bg (52)

As before, the Equal Downward condition can be integrated and substituted into the equality between
the baseload and combined cycle pro�t functions to pin down the relationship between �Kc and �Kb. This
can then be substituted into the peaker and combined cycle zero pro�t conditions:

Z Z
�K

@e�p(K)
@Kp

+
@e�p(K)

@(Kc +Kb)
dKpd(Kc +Kb) = 0 (53)

Z Z
�K

@e�c(K)
@Kp

+
@e�c(K)

@(Kc +Kb)
dKpd(Kc +Kb) = 0 (54)

Each of these two zero-pro�t conditions holds along a particular line. For the peaker zero-pro�t condition,
for example, any combined entry (Kc+Kb) requires a unique o¤setting Kp to keep the peakers at zero pro�ts.
The Unequal Upward condition, however, gives that a larger change in peaker entry is required to o¤set a
given (Kc+Kb) in the combined cycle zero-pro�t equation than in the peaker equation. These two conditions
can thus only hold simultaneously if �K = 0:�

The existence of an interior equilibrium with positive entry of all three technologies depends on e�(K),
and in particular each technology�s Energy Market pro�ts. In the simulations, an interior equilibrium is
computed; this represents well the fact that in the actual markets, entry by all three technologies is expected.
If entry of one technology were predicted to be zero, it is straightforward to show uniqueness in the class of
boundary equilibria where that technology has zero capacity. This logic could also be extended to a larger
number of technologies, or a continuum of technologies, using the same conditions.

6.3 Appendix III: Search Procedure for Equilibrium Entry

I search for the unique interior equilibrium in the Constrained and the Unconstrained games. The algorithm
�rst calculates Unconstrained equilibrium, and if the Reserve Margin constraint is not satis�ed, recomputes
the solution along the Reserve Margin constraint.

In the Unconstrained game, the three zero pro�t conditions form an unconstrained system of nonlinear
equations with a unique solution. Since the Capacity price is zero in the Unconstrained game, the zero pro�t
conditions are:

e�e(K) � De(K)� FCe = 0;8e 2 fp; c; bg (55)

48



Since computation of the pro�t function values involves re-simulation of the second-stage subgames,
e¢ ciency is important and analytical computation of gradients is not possible. I thus use Broyden�s method
(Broyden 1965), which �nds the roots of a nonlinear system using secant approximations of the gradients.

The computation algorithm for the Unconstrained game is:

1. Compute the initial Jacobian J0 from starting value K0 and three nearby points.

2. Beginning at step s = 1, iterate until
e�(K) is su¢ ciently small:

(a) Compute a new set of trial capacities Ks based on the current best guess at the equilibrium:

Ks = Ks�1 � J�1s�1�(Ks) (56)

(b) Update the Jacobian using the three most recent trial capacities.

If the total capacity in the Unconstrained equilibrium does not satisfy the Reserve Margin constraint,
the algorithm then computes the Constrained equilibrium using a modi�ed version of Broyden�s method
applicable to nonlinear problems with linear constraints on the decision variables.

The solution to the system is no longer completely determined by the zero pro�t constraints e�(K) = 0.
Instead, it is determined by two equal pro�t constraints, e�p(K) = e�m(K) = e�b(K), and the (binding)
reserve margin requirement

P
e2fp;c;bg

Ke = K�
rm. These constraints can be solved, stacked, and applied to the

current iteration�s Jacobian, Js, to compute the new value of K.
The equal pro�t constraints can be written as:

�
1 �1 0
0 1 �1

�
� Js ��K =

(e�c(Ks�1)� e�p(Ks�1)e�b(Ks�1)� e�k(Ks�1)

)
(57)

The Reserve Margin constraint can be written as:

�
1 1 1

	
��K = K�

rm �
X

e2fp;c;bg

Ke;s�1 (58)

The algorithm is thus:

1. Begin with initial Jacobian J0 and capacities K0.

2. Iterate until


( e�c(Ks�1)� e�p(Ks�1)e�b(Ks�1)� e�c(Ks�1)

) is su¢ ciently small:
(a) Update K:

Ks = Ks�1 +

8<:
�
1 �1 0
0 1 �1

�
� Js�1�

1 1 1
	

9=;
�1
8>><>>:
e�c(Ks�1)� e�p(Ks�1)e�b(Ks�1)� e�c(Ks�1)
K�
rm �

P
e2fp;c;bg

Ke;s�1

9>>=>>; (59)

(b) Update the Jacobian using the three most recent trial capacities.
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7 Tables

7.1 RTP Household Characteristics
Obs Mean SD Min Max

Baseline Electricity Use 693 943 489 68.8 3860
Household Size 693 2.56 1.03 1 7
Income 693 54,500 33,200 5000 200,000
Median Year Constructed 693 1950 11.1 1939 1994
Pct Multifamily Housing 693 0.49 0.29 0 0.99
Pct Not in Labor Force 693 0.40 0.096 0.13 0.79
Pct College Graduates 693 0.25 0.19 0.025 0.89
Previous CNT A¢ liates 693 425 578 0 2240

Baseline Electricity Use (watts), Household Size, and Income ($/year) are observed at the household
level.

Previous CNT A¢ liates is observed by zip code.
All other variables are at the Census tract level; from US Census data.

7.2 CNT Neighborhoods and Chicago Household Characteristics

CNT Neigborhoods Chicago
Mean SD Mean SD

Average Electricity Use 1050 629 1050 629
Household Size 2.65 1.66 2.64 1.55
Income 54,900 46,900 68,400 56,800
Median Year Constructed 1948 8.38 1962 14.6
Pct Multifamily Housing 0.63 0.48 0.44 0.50
Pct Not in Labor Force 0.40 0.49 0.39 0.49
Pct College Graduates 0.19 0.39 0.31 0.46
Previous CNT A¢ liates 252 480 52.0 238

CNT neighborhoods are the 30 zip codes with more than 10 existing CNT a¢ liates.
CNT neighborhoods: 631 thousand households.
Chicago four-county metropolitan area: 3.14 million households.
Usage distribution is in watts; from the 2001 Residential Energy Consumption Survey (US Energy

Information Administration 2005).
All other data from the 2000 US Census Long Form.
Income in�ated to real 2003 dollars.
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7.3 Descriptive Statistics: RTP Experiment

Obs Mean SD Min Max
RTP Retail Price (Summer) 2208 6.85 2.12 4.62 16.0
RTP Retail Price (Non-Summer) 3672 6.20 1.07 4.78 11.0
Control Retail Price (Summer) 1 8.275 0 8.275 8.275
Control Retail Price (Non Summer) 1 6.208 0 6.208 6.208
1(High Price Hour) 5880 .0052 .072 0 1
1(High Price Day) 245 .037 .19 0 1
Treatment Quantity 3,396,511 865 810 0 14,750
Control Quantity 581,520 830 900 0 21,880
Quantity - Baseline Use(T) 3,396,511 -90.6 694 -3860 12,300
Quantity - Baseline Use(C) 581,520 -47.5 787 -2380 19,890
N 5880 677 9.40 658 689
N(Treatment) 5880 578 6.67 563 586
N(Control) 5880 98.9 3.16 95 103

Includes the RTP experimental period, May-December 2003.
Observations column re�ects distinct observations.
Quantities are in watts; prices are in cents per kilowatt-hour.

7.4 Descriptive Statistics: Pricelights Experiment

Obs Mean SD Min Max
RTP Retail Price (Summer) 2208 9.24 3.50 3.71 40.1
RTP Retail Price (Non-Summer) 1464 7.83 1.55 4.29 14.9
1(High Price Hour) 3672 .013 0.11 0 1
1(High Price Day) 153 0.065 0.25 0 1
Treatment Quantity 171,867 1190 1180 0 16,700
Control Quantity 642,095 1090 1040 0 16,600
Quantity - Baseline Use (T) 171,867 -91.1 872 -4790 11,100
Quantity - Baseline Use (C) 642,095 -44.3 876 -2640 15,300
N 3672 222 0.693 219 223
N(Treatment) 3672 46.8 0.396 46 47
N(Control) 3672 175 0.369 173 176

Includes the Pricelights experimental period, June-October 2006.
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7.5 Attrition and Randomization
RTP Attrition RTP Pricelights

Dependent Variable: 1(Attrited) 1(T=1) 1(T=1)
Baseline Electricity Use 4.94e-06 0.00003 0.00005

(0.00002) (0.00003) (0.00005)

Household Size -4.37e-06 -.010 -.127
(0.006) (0.014) (0.064)��

log(Income) 0.126
(0.201)

Income 10-25k -.022 -.047
(0.054) (0.11)

Income 25-50k -.002 0.00009
(0.056) (0.106)

Income 50-75k -.015 0.048
(0.055) (0.109)

Income 75-150k -.034 0.097
(0.055) (0.11)

Income 150k+ -.052 0.114
(0.06) (0.132)

Median Year Constructed 0.0008 0.002 0.0006
(0.0008) (0.001) (0.003)

Pct Multifamily Housing 0.099 0.069 0.155
(0.033)�� (0.055) (0.155)

Pct Not in Labor Force 0.025 0.039 -.431
(0.157) (0.19) (0.454)

Pct College Grads 0.017 0.034 -.513
(0.062) (0.092) (0.266)�

Constant -1.654 -2.356 -1.868
(1.507) (2.154) (5.994)

Obs. 693 693 223
R2 0.016 0.017 0.03
F statistic 1.33 1.28 1.15
F Test p-value 0.203 0.23 0.331

Pricelights regression: Baseline Electricity Use from June-October 2005 observed at the household level.
All other Pricelights control variables are Census tract medians.
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7.6 Demand System Estimates

Internally Valid Simulated PJM Households
Average Price: Summer -17.1 -12.4

( 1.1 )�� ( 1.1 )��

Non-Summer -21.3 -16.4
( 1.9 )�� ( 1.8 )��

Price Deviation: Hour 6 -10.9 -8.0
( 7.0 ) ( 6.9 )

7 -15.1 -12.2
( 6.4 )�� ( 6.3 )�

8 -16.9 -14.0
( 10.2 )� ( 10.0 )

9 -15.6 -12.8
( 8.1 )� ( 8.0 )

10 -12.3 -9.4
( 5.5 )�� ( 5.4 )�

11 -10.8 -8.0
( 5.1 )�� ( 5.1 )

12 -13.4 -10.6
( 4.4 )�� ( 4.4 )��

13 -13.8 -11.0
( 3.5 )�� ( 3.5 )��

14 -12.8 -10.1
( 3.7 )�� ( 3.7 )��

15 -11.8 -9.0
( 3.9 )�� ( 3.9 )��

16 -9.2 -6.4
( 3.7 )�� ( 3.7 )�

17 -10.9 -8.1
( 4.3 )�� ( 4.3 )�

18 -18.2 -15.4
( 6.3 )�� ( 6.2 )��

19 -6.2 -3.4
( 7.7 ) ( 7.6 )

20 -5.8 -3.0
( 5.6 ) ( 5.6 )

21 -10.5 -7.7
( 8.6 ) ( 8.5 )

High Price Day: Morning -62.3 -55.7
( 13.8 )�� ( 14.6 )��

Mid-Day -114.4 -107.7
( 18.7 )�� ( 19.1 )��

Afternoon -138.1 -138.5
( 24.2 )�� ( 26.2 )��

Evening -52.0 -45.3
( 21.2 )�� ( 21.7 )��

Constant: Summer -52.8 -91.8
( 2.7 )�� ( 4.3 )��

Non-Summer -44.6 -82.9
( 1.4 )�� ( 2.8 )��

3.98 million observations. Price coe¢ cients in watts/(cents/kWh); other coe¢ cients in watts.
Newey-West standard errors; Delta method used for the simulated PJM group.
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7.7 Second Year vs. First Year of the RTP Experiment

RTP All Summer
(1) (2) (3)

P x T -18.6 -6.1 -4.9
(0.9)�� (1.0)�� (1.1)��

T x P x Pre-Program Usage -14.9 -9.7 -9.2
(1.6)�� (2.0)�� (1.5)��

T x P x Household Size 6.7 0.8 -2.2
(0.8)�� (0.7) (1.0)��

T x P x log(Income) 7.1 1.7 4.7
(0.7)�� (0.7)�� (0.9)��

P x Pre-Program Usage 63.7 33.8 51.6
(1.5)�� (2.0)�� (1.4)��

P x Household Size -7.5 2.6 4.0
(0.8)�� (0.7)�� (0.9)��

P x log(Income) 1.6 7.2 2.2
(0.7)�� (0.6)�� (0.8)��

Pre-Program Usage 94.7 327.0 61.7
(9.7)�� (14.9)�� (9.5)��

Household Size 37.9 -20.3 -.03
(4.9)�� (4.9)�� (6.6)

log(Income) 10.8 -63.8 -14.9
(4.2)�� (4.5)�� (5.6)��

T x Pre-Program Usage 0.7 -90.0 72.4
(10.0) (15.1)�� (10.3)��

T x Household Size 6.3 26.0 17.6
(5.2) (5.2)�� (7.2)��

T x log(Income) -69.3 -5.0 -37.8
(4.6)�� (4.9) (6.3)��

T 69.1 -20.0 48.6
(5.9)�� (7.0)�� (7.5)��

Obs. 3,978,031 3,763,011 1,396,668
F statistic 64,422 54,451 26,608

Control variables normalized to mean 0, standard deviation 1.
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7.8 Conditional Exogeneity

(1) (2) (3) (4)
Average Price: Summer 40.7

( 0.6 )��

Non-Summer 120.3
( 0.7 )��

Price Deviation: Hour 6 35.0 32.7 30.3 25.7
( 1.9 )�� ( 1.9 ) ( 7.9 )�� ( 2.8 )��

7 27.4 22.6 25.3 18.7
( 1.8 )�� ( 1.9 )�� ( 7.7 )�� ( 2.4 )��

8 1.4 -2.9 -4.8 26.4
( 2.8 ) ( 3.1 )�� ( 12.7 ) ( 3.3 )��

9 -4.8 -17.1 -12.9 28.4
( 2.5 )� ( 2.8 )�� ( 10.2 ) ( 3.0 )��

10 -2.7 -21.1 -21.3 31.3
( 1.9 ) ( 2.2 )�� ( 7.2 )�� ( 2.4 )��

11 6.1 -22.7 -24.4 48.1
( 2.1 )�� ( 2.4 )�� ( 6.9 )�� ( 2.6 )��

12 13.2 -21.5 -19.5 60.6
( 1.9 )�� ( 2.2 ) ( 5.8 )�� ( 2.5 )��

13 13.0 -17.4 -12.2 59.3
( 1.6 )�� ( 1.9 )�� ( 4.7 )�� ( 2.1 )��

14 20.8 2.6 9.1 82.5
( 1.7 )�� ( 2.1 )�� ( 5.2 )� ( 2.3 )��

15 34.3 12.0 18.4 97.7
( 1.9 )�� ( 2.3 )�� ( 5.6 )�� ( 2.4 )��

16 43.7 22.7 23.4 94.0
( 1.8 )�� ( 2.2 )�� ( 5.3 )�� ( 2.2 )��

17 64.3 39.8 41.3 99.8
( 2.0 )�� ( 2.4 )�� ( 6.1 )�� ( 2.5 )��

18 44.4 38.8 39.2 75.2
( 2.6 )�� ( 3.0 )�� ( 8.5 )�� ( 2.8 )��

19 57.2 54.7 44.4 85.1
( 2.9 )�� ( 3.3 )�� ( 10.4 )�� ( 3.2 )��

20 42.7 52.6 43.3 67.8
( 2.4 )�� ( 2.8 )�� ( 7.8 )�� ( 2.7 )��

21 54.7 69.2 62.4 83.3
( 3.1 )�� ( 3.6 )�� ( 11.6 )�� ( 3.3 )��

High Price Day: Morning -8.7 1116.9 1395.0 1707.4
( 6.3 ) ( 64.9 )�� ( 159.4 )�� ( 66.0 )��

Mid-Day -53.1 1460.0 2137.9 882.7
( 8.9 )�� ( 92.1 )�� ( 228.9 )�� ( 92.3 )��

Afternoon 31.1 53.5 150.7 -66.7
( 11.4 )�� ( 12.1 )�� ( 29.8 )�� ( 11.9 )��

Evening 608.6 280.3 342.2 293.8
( 10.6 )�� ( 11.0 )�� ( 25.4 )�� ( 11.3 )��

Weather Polynomial Series Yes Yes Yes No
Month Dummies Yes Yes Yes No
Hour Dummies No Yes Yes Yes
Month x Hour Dummies No Yes Yes No
Workday Dummy Yes Yes Yes Yes
"ComEd Controls" No No No Yes
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7.9 Selection Equations

Probit Logit
(1) (2)

Pre-Program Watts -0.22 -0.21
( 0.068 )�� ( 0.065 )��

Household Size -0.042 -0.046
( 0.063 ) ( 0.061 )

log(Income) 0.13 0.12
( 0.063 )�� ( 0.061 )�

Median Year Constructed 0.25 0.26
( 0.120 )�� ( 0.121 )��

Multifamily -0.19 -0.17
( 0.063 )�� ( 0.059 )��

Not in Labor Force -0.008 -0.012
( 0.059 ) ( 0.054 )

College 0.15 0.14
( 0.072 )�� ( 0.064 )��

Previous A¢ liates 0.20 0.19
( 0.048 )�� ( 0.044 )��

Obs 993 993
Wald X2 59.2 59.9
Pseudo R2 0.0232 0.0227

For readability, reported coe¢ cients represent the change in selection probability for a one-standard
deviation change in the independent variable.

The probit estimation, for example, shows that a one-standard deviation change from the mean in log
income is associated with a 13 percent higher selection probability.

7.10 Simulated PJM RTP Households
Obs Mean SD Min Max

Pre-Program Usage 3.0M 984 757 110 3692
Household Size 3.0M 2.53 1.39 1 7
Income 3.0M 66,000 54,600 5203 260,200
Median Const. Year 3.0M 1966 15.0 1939 1999
Multifamily Housing 3.0M 0.21 0.41 0 1
Not in Labor Force 3.0M 0.39 0.49 0 1
College Graduate 3.0M 0.31 0.46 0 1

Income is in real 2003 dollars.
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7.11 Demand System: Interaction Terms

Observables Only Probit Correction Logit Correction
Average Price Pre-Program Usage -15.1 -18.7 -17.7

( 1.7 )�� ( 1.7 )�� ( 1.7 )��

Household Size 6.8 5.6 5.5
( 0.9 )�� ( 0.9 )�� ( 0.9 )��

log(Income) 9.0 10.1 9.5
( 0.8 )�� ( 0.9 )�� ( 0.8 )��

lambda . 6.4 8.1
( . ) ( 1.1 )�� ( 1.0 )��

Deviation Pre-Program Usage -13.2 -11.3 -13.6
( 3.0 )�� ( 2.7 )�� ( 2.9 )��

Household Size 8.0 8.3 7.7
( 1.3 )�� ( 1.3 )�� ( 1.3 )��

log(Income) 4.9 3.7 4.8
( 1.2 )�� ( 1.1 )�� ( 1.1 )��

lambda . -4.3 1.4
( . ) ( 1.7 )�� ( 1.3 )

HP Afternoon Pre-Program Usage -29.0 -54.3 -41.8
( 34.5 ) ( 38.7 ) ( 36.5 )

Household Size -48.6 -54.6 -53.0
( 25.7 )� ( 24.8 )�� ( 25.1 )��

log(Income) -38.9 -27.3 -34.9
( 21.8 )� ( 23.4 ) ( 22.4 )

lambda . 51.0 36.0
( . ) ( 28.2 )� ( 25.0 )

HP Day Pre-Program Usage -3.9 -51.7 -27.7
( 16.3 ) ( 18.1 )�� ( 17.2 )

Household Size 6.9 -3.8 0.1
( 11.0 ) ( 10.8 ) ( 10.9 )

log(Income) 14.5 38.4 24.2
( 9.4 ) ( 10.0 )�� ( 9.6 )��

lambda . 98.3 64.6
( . ) ( 12.8 )�� ( 11.2 )��

T Pre-Program Usage 2.2 36.9 17.3
( 11.2 ) ( 10.7 )�� ( 11.2 )

Household Size 6.0 16.4 13.8
( 5.8 ) ( 5.9 )�� ( 5.8 )��

log(Income) -82.0 -94.8 -84.0
( 5.3 )�� ( 5.3 )�� ( 5.3 )��

lambda . -64.6 -48.3
( . ) ( 7.1 )�� ( 6.0 )��
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7.12 Entrant Technologies

Type Baseload Combined Cycle Peaker
Average Fuel Price (Dollars/mmBtu) 1.6 5.14 5.14
Heat Rate (Btu/kWh) 9,800 7,000 10,500
Sulfur Emission Rate (lbs/mmBtu) 0.08 0 0
NOx Emission Rate (lbs/mmBtu) 0.06 0.009 0.018
Summer Environmental Cost (Dollars/MWh) 0.26 0.02 0.07
Variable Op and Maint (Dollars/MWh) 2.67 2.00 6.47
Total Variable Cost (Dollars/MWh) 19 38 61
Fixed Cost (Dollars/MW-year) 155,000 75,000 50,000
Ancillary Serv. Payments (Dollars/MW-year) 3500 3,000 2,100

Sources: PJM Interconnection (2007), Borenstein (2005), and US Environmental Protection Agency
(2008).
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7.13 Descriptive Statistics: Public Energy Market Data

Mean SD Min Max
Firms
Number of Firms 34.1 2.58 38
Number of Units 513 6.52 499 525
Number of Segments 1310 46 1170 1390

Bids
Average Bid 146 9.3 120 184
Max Bid 999.999 0.0033 999.99 1000
Min Bid 0.55 0.48 0.01 1.0
Total Quantity Bid (GW) 77.2 2.4 71.7 81.4

Prices and Quantities
Average Hourly Price 37.6 13.2 8.66 87.6
Maximum Hourly Price 77.1 25.8 20.5 166
Average Quantity (GW) 37.4 4.85 27.9 49.8
Peak Quantity (GW) 43.2 6.2 31.1 61.5

Inputs
Natural Gas Price (/mmBtu) 5.29 0.63 3.99 7.1
Maximum Temperature (F) 60.2 18.4 15 87

Her�ndahl Indices
Overall 926 21.2 894 990
0-50 Bids 1170 36.8 1100 1284
50-100 Bids 1290 210.0 878 1927
100-200 Bids 2015 390 1317 2911
200-500 Bids 1653 237.0 1188 2429
500-1000 Bids 4301 834 1648 5182

From publicly-available bidding data for all days between April 2003 and March 2004.
Price is PJM load-weighted average Locational Marginal Price.
Natural gas price is Henry Hub spot price.
Maximum temperature is the average of Philadelphia, Pittsburgh, and Baltimore weather stations, as

reported by the National Climatic Data Center.

7.14 Descriptive Statistics: Segment-Level Markups

Distribution Count
Bid Range Mean SD Total Markup>0 Markup=0 Markup<0
All 39 100 11673 7343 2193 2137
0-50 1 6 3985 1572 1293 1120
50-100 7 14 3570 2449 379 742
100-200 25 27 2413 1883 309 221
200-500 98 82 824 673 105 46
500-1000 320 172 881 766 107 8

From marginal cost data con�dentially reported to PJM.
All bid segments from 24 auction days between April 2003 and March 2004.
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7.15 Simulation Results
Scenario 1 2 3 4 5
Exogenous Markups Yes Yes No Yes Yes
Entry No No No Yes Yes
RTP No Yes Yes No Yes

Market Prices (/MWh)
Mean 37.5 37.1 37.1 31.2 31.3
80th Percentile 54.9 54.4 54.3 39.4 39.4
90th Percentile 69.6 69.1 69.0 58.9 59.1
99th Percentile 105.0 101.0 100.4 121.9 124.2
Maximum 166.4 162.7 161.0 502.8 503.5

Capacity Price (/kW-year) 0 0 0 33.7 32.5

Market Quantities (GW)
Mean 39.9 39.7 39.7 44.5 44.4
80th Percentile 48.6 48.4 48.4 51.6 51.4
90th Percentile 53.5 53.2 53.2 60.1 59.8
99th Percentile 65.6 65.2 65.2 85.6 85.1
Maximum 79.3 78.7 78.8 92.9 92.2

Entry (MW)
Peaker 0 0 0 3304 2744
Combined Cycle 0 0 0 1560 1352
Baseload 0 0 0 8841 8711

Pro�ts
Incumbents�Pro�ts (billions) 9.85 9.66 9.65 10.15 10.14
Oligopoly Rents (millions) 1368.2 1258.0 2482.1 1275.6 1272.7

Wholesale Electricity Costs
Energy Market Costs (billions) 15.1 14.9 14.9 14.5 14.6
Capacity Payments (billions) 0.0 0.0 0.0 3.0 2.9
Total Electricity Costs (billions) 15.1 14.9 14.9 17.6 17.5
RTP Household Wholesale Costs 284.7 260.5 260.4 279.5 249.7
Costs to Rest of Market (billions) 14.3 14.1 14.1 16.7 16.7

RTP Welfare E¤ects
Number of Counterfactual Scenario 1 1 1 - 4
RTP Group CV (millions) 56.9 47.7 47.0 - 88.9
Rest of Market Savings (millions) - 174.6 188.9 - 14.1
Producer Pro�t Change (millions) - -188.5 -201.6 - -7.3
Total Welfare E¤ects (millions) 56.9 33.8 34.3 - 95.7
Per RTP household 19.0 11.3 11.4 - 31.9

All pro�ts, costs, and welfare �gures are annualized.
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Scenario 6 7 8 9 10
"Baseline" "RTP" 0.5 Demand 1.5 Demand 1/2 Markup

Exogenous Markups No No No No No
Entry Yes Yes Yes Yes Yes
RTP No Yes Yes Yes Yes

Market Prices (/MWh)
Mean 31.2 31.3 31.3 31.4 31.3
80th Percentile 39.4 39.3 39.3 39.3 39.4
90th Percentile 59.4 59.3 59.4 59.3 59.4
99th Percentile 122.6 124.6 124.3 124.3 123.9
Maximum 568.2 528.0 551.5 590.0 514.2

Capacity Price (/kW-year) 33.4 32.4 32.7 32.0 32.4

Market Quantities (GW)
Mean 44.5 44.4 44.4 44.4 44.4
80th Percentile 51.6 51.4 51.5 51.4 51.4
90th Percentile 60.1 59.8 59.9 59.6 59.8
99th Percentile 85.6 85.1 85.1 84.8 85.1
Maximum 92.9 92.2 92.4 91.9 92.2

Entry (MW)
Peaker 3579 2907 3172 2654 2927
Combined Cycle 1217 1099 1156 1032 1084
Baseload 8944 8778 8828 8728 8773

Pro�ts
Incumbents�Pro�ts (billions) 10.15 10.14 10.14 10.14 10.10
Oligopoly Rents (millions) 594.6 276.4 350.1 21.7 27.6

Wholesale Electricity Costs
Energy Market Costs (billions) 14.6 14.6 14.6 14.6 14.6
Capacity Payments (billions) 3.0 2.9 2.9 2.8 2.9
Total Electricity Costs (billions) 17.6 17.5 17.5 17.4 17.5
RTP Household Wholesale Costs 279.4 249.4 284.0 215.0 249.6
Costs to Rest of Market (billions) 16.7 16.7 16.6 16.8 16.7

RTP Welfare E¤ects
Number of Counterfactual Scenario - 6 6 6 6
RTP Group CV (millions) - 88.3 67.8 108.1 88.1
Rest of Market Savings (millions) - 22.4 87.9 -43.9 19.4
Producer Pro�t Change (millions) - -12.3 -9.1 -14.2 -56.8
Total Welfare E¤ects (millions) - 98.4 146.6 49.9 50.7
Per RTP household - 32.8 48.9 16.6 16.9
All pro�ts, costs, and welfare �gures are annualized.
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8 Figures

8.1 ESPP Geographic Areas

CNT Neighborhoods:
A: Evanston
B: Austin
C: Pilsen
D, E: Elgin
F: Park Forest
G: Near West Side

8.2 Recruitment
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8.3 Average Hourly Prices and Reductions

8.4 Prices and Incremental Reductions on High Price Days
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8.5 Pricelights: Average Treatment E¤ects by Price

8.6 PJM Geographic Footprint

Source: PJM Corporation, 2003 State of the Market report.
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8.7 Distribution of Overall Capacity Ownership

From capacity bid into the Energy Market on August 6, 2003; 40 �rms total.

8.8 Energy Market Supply Curve
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8.9 Example Supply Functions

Source: Publicly-available PJM bidding data for August 14, 2003.

8.10 Example Unit: Predicted Bids

Steps 2 and 5 of unit "2RE8" owned by �rm "2O," April 2003 through March 2004.
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8.11 August 6th, 2003: Expected Supply Curves

8.12 Implied Unobservables
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8.13 August 6th, 2003: Change in Bids Under RTP

These data are smoothed so as not to reveal the markups of individual units.

8.14 Example Period: Change in Prices and Quantities

68



8.15 Changes in Price Distribution

8.16 Reserve Margin E¤ects on RTP Near-Peak Prices
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8.17 Change in Pro�ts for Incumbent Peaker Plants

8.18 Change in Electricity Costs
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8.19 Change in Entry from RTP

8.20 Example Wind Farm: Change in Energy Market Revenues
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